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Pseudo contrastive labeling 
for predicting IVF embryo 
developmental potential
I. Erlich1,2*, A. Ben‑Meir2,3, I. Har‑Vardi2,4, J. Grifo5, F. Wang5, C. Mccaffrey5, D. McCulloh5, 
Y. Or6 & L. Wolf7

In vitro fertilization is typically associated with high failure rates per transfer, leading to an acute need 
for the identification of embryos with high developmental potential. Current methods are tailored 
to specific times after fertilization, often require expert inspection, and have low predictive power. 
Automatic methods are challenged by ambiguous labels, clinical heterogeneity, and the inability 
to utilize multiple developmental points. In this work, we propose a novel method that trains a 
classifier conditioned on the time since fertilization. This classifier is then integrated over time and 
its output is used to assign soft labels to pairs of samples. The classifier obtained by training on these 
soft labels presents a significant improvement in accuracy, even as early as 30 h post‑fertilization. By 
integrating the classification scores, the predictive power is further improved. Our results are superior 
to previously reported methods, including the commercial KIDScore‑D3 system, and a group of eight 
senior professionals, in classifying multiple groups of favorable embryos into groups defined as less 
favorable based on implantation outcomes, expert decisions based on developmental trajectories, 
and/or genetic tests.

In vitro fertilization (IVF) is the most effective form of assisted reproductive technology. However, IVF treatments 
are inefficient, costly, lengthy, and place an emotional burden on the future parents. In particular, selecting the 
embryos with the best implantation potential remains a challenging task. Despite decades of clinical practice, 
there is no reliable non-invasive method to identify the small fraction of embryos that possess the highest poten-
tial to develop into a blastocyst, which can then be implanted and hopefully proceed to  term1. Thus, to maintain 
reasonable pregnancy rates, current practice often involves the transfer of multiple candidate embryos into the 
uterus. This results in clinical complications and health risks to both the newborn and the mother, with over 
10% of IVF pregnancies resulting in twins or  more2.

Several methods have been proposed to rate embryos by their implantation likelihood. Typically, a single 
image of the embryo is taken by a microscope mounted on a camera moments before transferring, typically at day 
 53. Methods for earlier development stages are rarely studied, perhaps because it is considered almost impossible 
to identify viable embryos based on a single pre-blastocyst  image4,5.

Time-lapse incubation (TLI) has the potential to improve identification based on the availability of additional 
data points and the possibility of modelling embryo development. Time lapse videos typically consist of 70 
images/day, with 7 focal planes each. That is, TLI provides approximately 2500 images for each day 5 blastocyst 
embryo. To date, there is no accepted or standardized algorithm that exploits the added information in the TLI 
sequence. Notably, none can outperform traditional, manual microscopy-based scoring. As a result, despite the 
added information provided by TLI, IVF pregnancy rates remain low.

TLI studies are thus often focused on later developmental stages, mainly day 5 blastocysts, and require manual 
annotations of numerous spatial-temporal features from the TLI stream to obtain a single  score6. To the best of 
our knowledge, our method is the only one that can be applied to all embryos at any time or developmental stage.
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Our work integrates classification information over time to benefit from the availability of multiple TLI-
originated images during training, and can be applied to either TLI image streams or single microscopy images 
during test. We do not aim to track or meet explicit developmental milestones. Instead, we focus on obtaining 
a stable classification score by building shared feature layers for the multiple development stages and making 
use of unlabeled or ambiguously labeled embryos. The latter is crucial, since many embryos are not transferred, 
and even those that are, tend to be typically transferred as part of a group of embryos, for which the outcome of 
each individual embryo is uncertain.

Our semi-supervised method is based on assigning pseudo-ranking labels to pairs of embryos. A classifier 
is then trained based on these labels, by employing a Siamese network. Information is further integrated by 
considering multiple time points. The improved labels are then used to obtain a second set of pseudo labels and 
the process repeats one additional time.

Our results indicate that temporal integration helps, even if it is employed only during training, that employ-
ing pseudo labels together with pair contrasting is effective, and that the obtained method significantly outper-
forms current commercial systems.

Related work
In the early days of IVF treatments, a two dimensional snapshot was taken by a microscope at the different 
development stages of the  embryo4. Many machine based models have been proposed involving clinical features, 
such as oocyte age, causes of infertility, oocyte stimulation, and semen analysis, in addition to embryonic  data7,8.

In particular, several (typically 10–100) features are chosen, which are then subjected to a feature selection 
technique such as  SVM9, multivariate logistic  regression10, genetic algorithm and/or decision  trees11, Bayesian 
 networks12 and even  ANN13. Nevertheless, all these methods mainly concentrate on predicting the probability 
of a patient to conceive, rather than ranking which embryo has the best probability of implanting given a group 
of possible embryos and their corresponding images. Several models have been proposed for ranking embryos 
based on a single  image7,8, taken at a specific time such as day 3, cleavage-stage14, day 5, the blastocyst  stage9 or 
even day 1, when the pronuclei  appear15.

To overcome the inability to accurately evaluate early stage embryos, culturing embryos to the blastocyst stage 
combined with grading protocols have frequently been implemented in both research and clinical  practice4,16–18. 
Several AI methods were recently presented.  STORK19 automates and  ERICA20 replaces the manual ranking of 
late blastocyst embryos. To develop STORK , expert embryologists were asked to grade embryos using the Veeck 
and Zaninovich  system21, a slightly modified version of the Gardner  system4, as poor, fair or high quality. Then, 
a CNN was trained to distinguish between the high quality and the poor quality embryos, disregarding the fair 
quality embryos. They reported an AUC of 0.98 predicting whether an embryo was of good quality or poor qual-
ity over a test set tagged by one of the Cornell clinic’s embryologists. However when the embryos were tested by 
embryologists in a different hospital (Universidad de Valencia, Valencia) the AUC dropped to 0.75, suggesting 
that STORK overfitted to the blastocyst grading at the Cornell clinic. Moreover, fair  quality22 accounts for more 
than 40% of the STORK data and is the hardest to identify. Finally, the STORK system implements a scoring 
system rather than attempting to predict implantation outcomes. Recent studies suggest that the Gardner score is 
not well aligned with implantation probability or even  euploidy20.  ERICA20 is a two-step method with the goal of 
ranking late stage blastocysts. In the first step, 96 spatial features are extracted from a 2D image. This is followed 
by a second step, in which a CNN is trained over these 96 features to predict embryo ploidy and implantation. 
Note that the spatial features are not precisely defined and require human expertise. ERICA was reported to 
obtain an accuracy of 70%. however, the train and test embryos were hand-picked to include “good” images; i.e. 
embryos of lower quality were ignored. Furthermore, the sample only consisted of 84 embryos from 19 patients 
and the test set was biased by a criterion of having at least one euploidy and one aneuploidy embryo. This may 
imply a skew towards younger  patients11,12,23 since patient age was shown to predict  implantation23. In addition, 
some of the embryos were tagged as positive based solely on beta human chorionic gonadotropin (beta-hCG) 
results, which is not sufficient, since implantation is normally defined as the presence of (at least) a gestational 
sac or a  heartbeat8,19, to exclude early miscarriages (chemical pregnancy). More importantly, more than 95% of 
the embryos in their study were either in the middle of, or after the hatching stage, which typically corresponds 
to day 6 or day 7 embryos, while the vast majority of transfers in the current standard of care take place earlier.

Time-lapse incubation (TLI) enables the continuous tracking and screening of fertilized embryos, unlike 
traditional microscopy that is limited to snapshots of several discrete points in  time24,25. Time-lapse imaging 
overcomes some of the drawbacks of traditional microscopy, such as exposing the embryos to environmental 
 changes26. It is known that time-lapse microscopy can point to new dynamic markers of embryo quality and 
facilitate the creation of novel algorithms for effective embryo  selection27.

Several algorithms have been proposed in the last few years based on embryo kinetics and morphology as 
identified manually by experts, and have been used to predict  implantation25,28,29, blastocyst  formation29 and even 
genetic chromosomal  disorders30,31. However, time lapse incubators have yet to yield better prediction results 
than regular  microscopy27. Moreover, current studies are based on morphology and morphokinetic parameters 
which require manual annotation and are thus associated with intrinsic variability.

A few studies have addressed the task of blastocyst formation but have mainly considered embryos that were 
observed for 5 days, by which time 97% of the blastocyst embryos had already developed into  blastocysts13. 
These authors reported an AUC of 80% with the blastocyst scoring algorithm, which was found however, to be 
inferior to manual accuracy by visual inspection. Several studies have reported positive correlations between 
pronuclei markers and embryo viability. Specifically, markers such as the appearance of pronuclei and fading 
timing (tPNa, tPNf), the number of pronuclei, pronuclei shape, symmetry, and joint path were found to be 
associated with blastocyst development and implantation  outcomes32–34. However, these markers have never 
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been integrated into a scoring system, and not all of the embryos in these studies were placed in the TLI early 
enough to track the pronuclei stage.

Other studies have addressed the task of cleavage stage (day 3) classification using time lapse  imaging25,28. 
However, they did not consider events after 76 h. A study by Liu et al.35 presented a flow diagram with six condi-
tions for scoring the embryo with a grade ranging from A to F after 68 h.

The most common (patented) implantation scoring for cleavage stage embryos is EmbryoScope’s built-in 
algorithm (Vitrolife) called KIDScore-D3, which gives a (one-time) prediction after 66 h. KIDScore-D3 imple-
ments a binary decision tree that is based on five morphokinetic conditions. The authors report an AUC of 0.65 
in predicting implantation over day 3  transfers36. Another built-in score, called KIDScore-D5 combines both 
morphokinetic with morphological assessment and provides a score between 1 and 6. A recent  study37 suggested 
that the KIDScore-D5 improves implantation rates, compared to traditional morphological scoring, and is asso-
ciated with PGT euploidy. It was not released to the public, so its performance cannot be evaluated. Crucially, 
all these studies are tailored for specific timing or are based on manually selected features that are only present 
in a small fraction of the TLI stream, thus making them hard to use in practice, given the high workload as well 
as high user expertise.

Other recent studies have suggested new markers and grading models for day 5 blastocyst embryos based on 
TLI tracking. One study reported a strong correlation between spontaneous blastocyst collapse and pregnancy 
 outcomes38. In another study, it was shown that TLI streaming can be exploited to automatically classify Inner 
Cell Mass (ICM) and Trophectoderm  grading22. The results indicated that TLI led to superior results compared 
to a single microscopy image snapshot. Another study employed different spatial parameters manually acquired 
at different time/development stages (mainly late blastocyst stages) to accurately predict implantation  results6. 
However, there is still no quantitative scoring algorithm based on these findings.

The first deep network for predicting the implantation potential of blastocyst embryos from time-lapse vid-
eos was recently  presented39. Unfortunately, the way the entire video sequence was fed to the network was not 
described in this study. The authors reported an AUC of 93%. However, considering the distribution of the data-
set (694/1079/7063 KID-positive/KID-negative/Discarded), the results correspond to a model that intentionally 
excluded 100% of the discarded embryos and predicted almost randomly (with a 55% success rate) over all the 
remaining embryos (i.e., transferred embryos with KIDp/KIDn labels). Since by definition all the discarded 
embryos could have been discarded manually, these results reflect a 55% accuracy for the KIDp/KIDn embryos. 
Further, it could only be evaluated over blastocyst embryos, so this algorithm cannot be used as a grading system 
as of the early stages of embryonic development (days 0–3).

A more recent  study40 employed an ensemble of spatial and temporal models to predict blastocyst formation 
and blastocyst quality based on a deep network framework. A massive data-set of 26,000 embryos from 2600 
cycles was studied. However, after filtering embryos for different reasons, including not having been cultured to 
day 5, the authors were left with about 11,500 embryos. In addition, the target labels for embryo quality were not 
implantation results, but rather a majority vote by four experienced embryologists who determined whether a 
blastocyst was usable or not. Considering the difference between the cleavage time of IVF-fertilized embryos and 
ICSI-fertilized embryos, the authors suggested first synchronizing the embryo timing according to the time of 
pronuclei fading (tPNf). A single frame model was then trained to predict the number of cells per image, up to 
five. Finally, the output of this model was fed into an LSTM network, termed STEM, which predicted blastocyst 
formation, and STEM+, which predicted blastocyst quality. The spatial morphological model was trained using 
1000 features per frame, extracted with DenseNet over 35 frames between day 1 and day 3 post-insemination, 
resulting in an output feature map of 35× 1000 . The authors then applied a gradient boosting classifier to this 
map in order to predict blastocyst formation (STEM) and blastocyst quality (STEM+). To optimize the accuracy 
of the validation set, both models were jointly weighted. This approach used multiple images from the TLI; 
however, it only provides a single score rather than continuous scores over time.

Thus overall, most cleavage stage and blastocyst stage studies ignore the extra information that exists outside 
this particular developmental stage, and fail to utilize the majority of the images that the TLI collects. To date, 
there is no algorithm that exploits TLI streaming as a whole and translates continuous embryo streaming into 
continuous embryo scoring that is applicable to all embryos regardless of stage. By contrast, we present a simple 
approach that addresses these limitations. We propose a novel classifier training method that takes into account 
the time since fertilization for each frame. This classifier is then integrated over all existing frames to produce a 
score for each time point, providing a continuous evaluation of the embryo based on the TLI data.

Method
For a single embryo, time-lapse imaging acquires seven layers of z-stack images 15µm apart at each time point 
every 15 to 20 min, totaling 360–480 images over a 5-day period, for each focal plane, with time 0 the time of 
fertilization. Each of the seven focal planes represents a different focus of the embryo. A sample with all seven 
focals was used in our study as seven different training samples, resulting in an increase of seven fold in the size 
of our training dataset. This was done in order to increase the variability of the training data and to make the 
algorithm generalize better, i.e., as a form of augmentation. During test time, we opted for the central focal plane 
( 0µm ), which is typically the most focused.

Each image ( 500× 500 pixels) depicts a centered spheroid culture well of a size that is approximately 
430× 430 pixels. The embryo itself can be found anywhere inside the well. Segmentation of the embryo sub-
image is used for pre-processing by employing a  UNet41 network trained to minimize a pixel-wise soft hinge 
loss function, see Fig. 1.

Since the embryo is subject to high variability due to temporal changes, from one cell to fully hatching, it is 
mandatory to accurately segment which pixels belong to the embryo. The imbalance between the “foreground” 
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Figure 1.  Embryo pixelwise segmentation using a  UNet41. (i) U-NET architecture for embryo localization and 
segmentation. Input images are 500× 500 , and outputs are segmentations of the embryo at pixel level. (ii–iv) 
Examples of network output masks based on developmental stage. (ii) 8 cells, (iii) 10 cells, (iv) blastocyst, (v) 
expanded blastocyst.
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pixels (i.e, part of the embryo) and “background” pixels, and the varying difficulty between pixels of each type, 
call for a careful weighting of the training objective. Inspired by the focal  loss42, our objective function multiplies 
two terms per pixel. The first is a binary soft hinge loss, which was shown to both smooth and upper bound the 
0–1  loss43. This is obtained by performing the soft-max operation: maxxf (x) ≤ (1/γ ) log

∑

x e
xf (x) over the hinge-

loss used in Support-Vector-Machines (SVM)44 for sets of target y and prediction s, l(s, y) = max(0,m− y · s) , 
where m is the margin parameter.

where yp is the mask ground-truth at pixel p, which denotes whether the pixel is part of the embryo , and sp is 
the prediction score at the pixel p. The margin m and the constant γ are both set to 1.

The second term weights all pixels, such that pixels with scores that already correspond to their respective 
ground-truths are underweighted. To compensate for the imbalance between foreground and background, each 
type is separately weighted to have a 1 unit weight.

The overall loss per single example is given by,

The training was performed over 50634 manually tagged images from 455 TLI embryo videos and validated over 
a test set of 9511 images from 90 TLI embryo videos. The results are assessed by (a) detection TP and FP rates 
and (b) pixel-by-pixel accuracy relative to each embryo’s bonding sub-image. TP is the percentage of embryos 
with an Intersection Over Union (IoU) greater than 0.9 relative to some cluster of pixels with a positive score. FP 
is a cluster of pixels with an IoU of less than 0.5, when compared to a ground truth embryo. On the test set, the 
TP/FP are 0.997/0.007 with the weighting scheme applied, and 0.997/0.016 without. Using the AUC measure, 
the corresponding results are 0.994 versus 0.984 on the test set. The resulting per pixel 0–1 accuracy, relative 
to the bonding sub images that contains each embryo, is 0.976 with the weighting scheme applied, and 0.964 
without. This indicates high accuracy segmentation, even without the modified loss, which is further improved 
(by eliminating a third of the errors) by it.

Embryo related data are highly heterogeneous and the labels are noisy. This is because the causes of infer-
tility and implantation failure vary across cases and depend on both the embryo and the mother. Second, the 
Known-Implementation-Data (KID) provide partial labeling: the successful implantation cases (KIDp) indicate 
a viable embryo, while a negative outcome (KIDn) may indicate issues that are not necessarily associated with the 
embryo itself. Third, the data consist of embryo images captured at multiple time points and at different levels 
of development. Images taken at day 2 typically consist of 4–8 cells (known as the cleavage stage), while images 
taken at day 5 are typically in one of the blastocyst stages.

To tackle the first issue, we used the oocyte age as an instrumental variable since it is known to be correlated 
with the underlying medical challenge, and compared embryos for mothers of similar ages.

To tackle the second issue, we developed a method that relies on soft labels. This also allowed us to enable the 
classifier to learn from embryos for which the KID status is unknown. The soft labeling was applied to all pairs 
of samples i, j ∈ [N] in a mini-batch of size N, containing embryos of similar oocyte age.

where si,j is the joint score of the pair (i, j) in a mini-batch of size N. yi,j is the label associated with the pair, and 
l is some loss function.

To tackle the third issue, we conditioned the prediction on the stage of development by employing multiple 
prediction heads in our network classifier, where each head corresponded to a temporal window of 2 h within 
the time interval �t = [t0, te] we inspect.

Our network models have a  ResNet5045 backbone, after which we applied a separate classification-head of 
a convolution layer followed by two residual convolutions and two dense layers that are dedicated to each time 
window; see Fig. 2. At inference time, we only consider the head that is relevant to the frame we want to classify, 
thus conditioning our result on the time of capture.

To take advantage of the fact that we have multiple images for each embryo, we integrated information across 
different time points, making our soft labels more informative. Specifically, we considered the time interval 
�t = [t0, te] and integrated the classifier scores over time using an auto-regression moving average (ARMA) 
model, in order to obtain a fused score.

With these building blocks, we employed six concatenated models A–F, see Fig. 3.
Model A is a binary classifier A that accepts a single image xt from all time points t ∈ �t . The train data are a 

set of the form {({xti }t , yi)i} where yi is the KID label of the i-th embryo. The loss function is the same soft hinge 
loss given in Eq. (1).

(1)lp(sp, yp) = log
(

1+ eγ (m−yp·sp)
)

(2)wp(sp, yp) =
e−sp·yp

∑

q∈[P],yq=yp
e−sp·yp

(3)l =
∑

p∈[P]

wp

(

sp, yp
)

· lp
(

sp, yp
)

(4)L =
∑

i �=j∈[N]

l
(

si,j , yi,j
)

,
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where m and γ  are parameters that control the margin between positives and negatives and loss softness, 
respectively.

Model B integrates the single frame outputs A(xti ) using a first order autoregressive-moving-average (ARMA) 
 model46. Namely, for all t ∈ �t , B(xti ) = αA(xti )+ (1− α)B(xt−1

i ) . Embryo score B(xtei ) is given by considering 
the last time point.

Model C is a neural network C that accepts an image as input. It is trained using all embryos, including those 
for which KID data are not available (embryos that were not transferred or for which the outcome is ambiguous).

(5)Lh =
∑

i∈[N],t∈�t

log
(

1+ eγ (m−yiA(x
t
i ))

)

,

Figure 2.  The classification model. (i) A 256× 256 cropped embryo input image, is fed into Resnet50 CNN 
with multiple prediction heads. Each head corresponds to a temporal window of 2 h. (ii) Each head accepts the 
last convolutional layer of ResNet50, conv5, with 2048 channels, after cumulative downsampling of the image by 
a factor of 16, resulting in an 8× 8× 2048 image. To produce the head scalar prediction, a convolutional layer 
with 512 channels is followed by two residual blocks and two dense layers.

Figure 3.  Models overview. (A) A CNN model, trained in a fully supervised manner over KIDp versus KIDn, a 
total of 7799 embryos. (B) A temporal ARMA filtering over the outcome of A. (C) A CNN model, trained using 
pseudo constrictive labels obtained by the outcome of B, over all training embryos, a total of 61581 embryos (D) 
An ARMA filtering over the outcome of C. (E) A second iteration of pseudo constrictive labels: a CNN model, 
trained using pseudo constrictive labels obtained by the outcome of D. (F) An ARMA filtering over the outcome 
of E.
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Model B provides the pair metric si,j and pair label yi,j from Eq. (4). The former is given for a pair of input 
images xtii , x

tj
j  as

The CNN C is therefore trained based on the multi-frame scores of model B, which is applied to samples with 
KID positive (KIDp), KID negative (KIDn), KID unknown (KIDu), or samples with no KID tag (not-KID). 
These soft labels are restricted such that KIDp samples will not be on the negative side of the soft label. Note that 
the pairs are not limited to having the same time-stamp, which encourages early classification. The threshold θ 
is meant to relax errors in model B. Overly large θ may dismiss too many pairs. On the other hand , a low θ may 
overfit to the errors of model B.

To avoid the implantation bias that is associated with oocyte age, out of all pairs in a given mini-batch, we 
only considered pairs that had an oocyte age that was smaller or equal to a threshold θo.

Model D is to model C what model B is to model A. It integrates model C’s outcome over the interval �t , 
D(xti ) = αC(xti )+ (1− α)D(xt−1

i ) . Model E applies the soft label procedure of Eq. (4) to model D, the same way 
that model C employs the outcome of model B. Finally, Model F integrates model E using the ARMA model, 
similar to model D with respect to C and model B with respect to A.

Experiments
Data. After the culturing period inside the incubator concludes, the best embryos (typically 1–2, out of 
10–20) are transferred. The remaining embryos are frozen, if they appear morphologically viable, or are other-
wise discarded. For those embryos that were transferred, tagging followed the Known Implantation Data (KID) 
designations: (i) KID-positive (KIDp), if the number of transferred embryos equals the number of gestational 
sacs; i.e., each transferred embryo successfully implanted, (ii) KID-negative (KIDn), if there are no gestational 
sacs; i.e., none of the transferred embryos are implanted, (iii) KID-unknown (KIDu), if the number of gesta-
tional sacs is greater than zero but smaller than the number of transferred embryos. In this case, the outcome of 
each individual embryo is uncertain.

Non-transferred embryos (frozen or discarded) have no tag and are denoted not-KID. Typically, those 
account for ~  85% of the  embryos39. We denote embryos as hard-discarded, discarded embryos that developed 
at least to the blastocyst stage. Embryos that had pre-implantation genetic testing (PGT) in addition have a 
euploid/aneuploid tag to denote chromosomal normality/abnormality, respectively.

The data were retrospectively collected from four centers: the Ein-Kerem, and Mt. Scopus campuses of Hadas-
sah Hebrew University Medical Center, the Soroka University Medical Center, and the NYU Langone Prelude 
Fertility Center. After fertilization, the embryos were incubated in EmbryoScopeTM (Vitrolife, Copenhagen, 
Denmark), a time-lapse incubator that captures images every 15 to 20 min. The embryo development videos 
were collected from July 2014 to December 2019, with oocyte ages of 23.6–43.6 years. This study was approved 
by the Investigation Review Board of Hadassah Hebrew University Medical Center (IRB number HMO-006-20), 
and by the New York University Institutional Review Board approval (IRB number S13-00389. The data were 
split into Train and Test, without intersection between patients, such that the test set was composed solely of 
embryos for which data were available for the entire culture period of 114 h, with approximately equal amounts 
of KIDp and KIDn for every clinic, regardless of the overall amount of data available from that clinic. This made 
the KIDn test set more challenging (since easier negative cases from a day 3 transfer would have been discarded 
and not transferred on day 5) but it made it possible to compare results between different time points on the 
exact same test set. The sizes of the different tag-sets for each clinic and the different splits are detailed in Tables  1 
and  2, respectively.

The training was performed with Nvidia GeForce Titan 2080 RTX GPU, and implemented in Python using 
the PyTorch package.

Setting the hyperparameters. Setting m = 0 and γ = 1 of Lh , the binary soft hinge loss would become 
the binary cross entropy loss. In our work, early on the development process we set m = 1, γ = 1 , which added 
a significant margin, and was further regularized with a weight decay of 1e−5. The batch size was set to 24, thus 

(6)si,j = C(xtii )− C(x
tj
j ),

(7)yi,j =







1, B(xtei )− B(xtej ) > θ , yj �= 1

−1, B(xtej )− B(xtei ) > θ , yi �= 1

0, otherwise

Table 1.  The distribution by clinic of embryo implantation and genetic data.

KIDp KIDn KIDu Discarded Hard discarded Not-KID Euploid Aneuploid

Soroka 829 3088 1006 21,862 6246 9346 0 0

Ein-Kerem 407 1714 864 6421 2058 3907 0 0

Mt. Scopus 267 1241 640 6421 2002 3058 0 0

NYU 191 809 0 5541 1885 956 401 971

Total 1694 7122 2510 38,796 12,191 17,267 401 971
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allowing a maximum of 264 pairs in a single mini-batch. The time interval �t was set to (30, 120), which cor-
responded roughly to the interval between the second split and blastocyst expansion. This was done for techni-
cal reasons since many embryos were placed in the incubator around 20–25 h, and cultured for 120 h. A head 
corresponded to a time window of 2 h; thus, the network consisted of 45 heads. The average oocyte age of KIDp/
KIDn embryos was 31.33/35.78 with a Standard Deviation (SD) of 4.98/5.97, respectively. We employed θo = 2 , 
thus avoiding comparisons between oocytes that had more than one-half SD age gap, yielding an average of 32 
valid pairs in a mini batch.

The parameter θ in models C and E was set by considering the two 100-bin histograms computed for the 
values obtained by applying model B to the training sets of KIDp and KIDn. Specifically, the value was the mean 
over the difference between the mean value of matching bins of the two histograms. A second value of θ was 
used in learning model E based on Model D, and was computed by considering the histograms obtained from 
applying model D on the two training sets.

The ARMA coefficient α used by integration models B,D,F was set to 0.05, to incorporate long scores memory.
Training involved all the training data, whereas the results were tested with respect to four different subsets 

of the test set: (i) KIDp versus KIDn, (ii) KIDp versus aneuploid, (iii) KIDp versus Discarded, and (iv) KIDp 
versus Hard Discarded.

We evaluated the accuracy of soft-labeling (models C–F) across all data sets, times, and ages, compared to 
both fully supervised learning (models A–B) and to two previously reported studies, Liu et al.35 and the FDA-
approved KIDScore-D336.

The results are reported in Table 3. Evidently, each progression of our method (from A to B to C, etc.) 
improved the classification accuracy, for both day 3 and day 5 and across the four classification tasks. This 
indicates that integration over time helps (A to B, C to D, E to F) and reinforces the utility of training the single 
image classifiers (C, E) using information integrated over time (B and D, respectively).

Our last single-image classifier (model E), which did not observe multiple images during test (it was trained 
based on sequence information), outperformed both Liu et al. and the proprietary day 3 KIDScore-D3 models on 
day 3, despite the fact that both latter models require 66–68 h of continuous monitoring and manual annotations.

To better understand the availability of information across different time points, we evaluated models A, 
C, and E at different times, see Fig. 4. The figure also shows the performance obtained by the Liu et al. and 
KIDScore-D3 models, after observing multiple measurements over three days. As can be seen, model E almost 
always improves upon model C and always improves upon model A. Both Liu et al. and KIDScore-D3 models 
are only competitive with our initial model (A), and with our intermediate model (C) when considering KIDp 
versus aneuploid (see Supplementary for the other two tasks) before 76 h since fertilization. Notably, as time 
progresses, the accuracy tends to increase. Around day 4, which typically corresponds to the morula stage, there 
is often a small drop in performance. On the contrary, starting the blastulation phase, the accuracy rate increases 
significantly . Both trends are well-known in the  literature47,48.

The age of the oocyte is an indicator of the underlying fertility issues. In Fig. 5, we separate the results based on 
this age. As can be seen, all of our models outperform both Liu et al. and KIDScore-D3 models when predicting 
the KID status across all age groups, and the models that involve pair-training (C–F) outperform it in all groups 
for aneuploid detection as well. Interestingly, Fig. 5a,b show how the AUC gradually increases as the mother’s age 
increases. It is likely that these findings reflect two different mechanisms. The first is that infertility in younger 

Table 2.  Train/validation (val) and Test embryo implantation/genetic data.

KIDp KIDn KIDu Discarded Hard discarded Not-KID Euploid Aneuploid

Train/val 1314 6485 2106 36,507 11,504 14,934 342 713

Test 380 637 404 2289 687 2333 59 258

Table 3.  Classification results (AUC) for each model for the different data sets (each denoted by the negative 
class) at the end of day 3 and at the end of day 5.

Model Day KIDn Aneuplody Discarded Hard-discarded

 A (multi class model)
3 0.561 0.630 0.718 0.590

5 0.653 0.827 0.916 0.849

 B (integration of A) 5 0.656 0.837 0.927 0.868

 C (pair model over B)
3 0.620 0.710 0.865 0.780

5 0.669 0.869 0.965 0.924

 D (integration of C) 5 0.671 0.875 0.967 0.929

 E (pair model over D)
3 0.624 0.774 0.861 0.780

5 0.678 0.897 0.967 0.935

 F (integration of E) 5 0.681 0.903 0.970 0.942

Liu et al.35 3 0.594 0.643 0.814 0.685

KIDScore-D336 3 0.582 0.641 0.832 0.707
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Figure 4.  Prediction ability (AUC) as a function of time since fertilization (hours) for single-frame models. (a) 
KIDp versus KIDn classification, (b) KIDp versus aneuploid.

Figure 5.  Prediction ability (AUC) as a function of oocyte age (years) for the classification of different negatives 
from KIDp after 3 and 5 days since fertilization (a) KIDp versus KIDn classification at 72 h since fertilization (b) 
KIDp versus aneuploid classification at 72 h since fertilization (c) KIDp versus KIDn classification at 114 h since 
fertilization (d) KIDp versus aneuploid classification at 114 h since fertilization.
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patients is often due to non-embryonic causes, such as uterine cavity and receptivity of the endometrium. Thus, 
even if a viable embryo is transferred back to the uterus, implantation is not guaranteed. This leads to noise in the 
implantation labels and by extension in prediction accuracy. In contrast, older patients usually suffer from infer-
tility due to their age, which is sometimes referred to as elderly infertility. Once a viable embryo is transferred, the 
likelihood of a successful pregnancy increases since there is no other cause of infertility. This results in less label 
noise and better accuracy. The second explanation is the diminishing number of high quality embryos with moth-
ers’ age. Patients in their younger years normally have many high-quality embryos when considering the best 
one to be transferred, but with an older patient, a physician may have to pick a low-quality embryo just because 
there are no better options available. In turn, this makes the classification of older patients’ transfers easier. In 
contrast, Fig.  5c,d, which report the classification results between positively implanted (thus, also genetically 
viable) embryos, do not show this progressive trend because ploidy is not affected by non-embryonic factors.

See supplementary for an ablation study that compares pair loss with binary cross entropy loss.

A comparison to human graders. The performance of multiframe model F was further compared to the 
ratings of eight professional embryologists, each from a different clinic, in multiple centers globally.

Each embryologist was asked to score the embryos that were transferred; i.e, KIDp versus KIDn, between 1 
to 5 (higher is better). The accuracy of each score was then calculated based on the implantation tag. The results 
of comparing the AUC of our last model with those of the embryologists are reported in Table 4. As can be seen, 
the model outperforms the human embryologists across all age groups at a p-value that is 0.01 at most, often 
much lower.

A threshold that minimizes the cumulative False Positive (FP) and False Negative (FN) rates was chosen to 
compare the final model with the embryologists’ scores in a scenario suitable for clinical practice.

Table 5 summarizes the best threshold for solving Eq. (8) and the corresponding False Positive, False Negative, 
0–1 accuracy, Positive Predicted Value (PPV) and Negative Predicted Value (NPV).

The supplementary includes a ROC plot depicting of true positives (TP) and false positives (FP) of model 
F compared to the best working point of each professional embryologist at various ages. Alternatively, as sug-
gested by DeLong et al.49, a nonparametric statistical approach might be taken by comparing the AUC of each 
embryologist with the model AUC for each age group.

Discussion
One of the greatest challenges to successful embryo identification is the lack of labeled data. Typically, only 15% of 
all embryos are transferred, while others are frozen or discarded. Multiple embryos are often jointly transferred, 
leading to ambiguous labeling. Moreover, embryos may not implant successfully due to factors that are not 
embryo-related. This, in turn, means that negative labels are noisy. Here, we tackled both problems by introduc-
ing a pseudo soft labeling scheme which is able to process partial data labeling to initialize the learning process.

The resulting single-frame classifier learns a time-dependent prediction that can be applied to all embryos 
with no limitation of time or developmental stage. Further, it does not require any manual annotations which 
are time consuming, and provides continuous estimations of embryo viability as early as day 2 (Fig. 4), rather 
than a single score at a late time post fertilization. We show that integration of the single frame scores further 
improved the results. Thus, unlike other algorithms, it can be used seamlessly in real-time IVF workflows, using 
even low-cost conventional microscopes. Further, it was shown to outperform both  the35 method and Vitrolife’s 
KIDScore-D3, in classifying KIDp versus KIDn, aneuploid, and hard-discarded embryos, at all times, starting at 

(8)tH = mintH (FP(tH)+ FN(tH)) =
∑

i∈[N]

1[yi = −1] · (si ≥ tH)+ 1[yi = 1] · (si < tH)

Table 4.  KIDp versus KIDn Classification results (AUC) of multiframe model F compared to professional 
embryologists at the end of day 5, for different ages of the mother. The mean is computed across the nine age 
groups. The p value is obtained with the unpaired t-test.

Model/annotator Age 27 Age 29 Age 31 Age 33 Age 35 Age 37 Age 39 Age 41 Age 43 Mean

Embryologist 1 0.562 0.555 0.627 0.665 0.635 0.580 0.667 0.725 0.734 0.639

Embryologist 2 0.613 0.599 0.623 0.638 0.631 0.599 0.661 0.686 0.717 0.641

Embryologist 3 0.61 0.612 0.643 0.682 0.656 0.634 0.699 0.703 0.684 0.658

Embryologist 4 0.590 0.574 0.591 0.621 0.610 0.602 0.661 0.687 0.697 0.626

Embryologist 5 0.564 0.589 0.634 0.687 0.664 0.647 0.677 0.693 0.683 0.649

Embryologist 6 0.632 0.607 0.625 0.624 0.599 0.594 0.653 0.683 0.675 0.632

Embryologist 7 0.613 0.575 0.589 0.633 0.586 0.569 0.622 0.654 0.693 0.615

Embryologist 8 0.632 0.589 0.636 0.666 0.662 0.617 0.657 0.683 0.731 0.652

Mean embryologists 0.602 0.587 0.621 0.652 0.630 0.605 0.662 0.689 0.702 0.639

SD embryologists 0.026 0.018 0.019 0.024 0.028 0.025 0.020 0.019 0.021 0.013

Model F 0.636 0.638 0.663 0.703 0.711 0.687 0.738 0.760 0.755 0.699

p value 0.010 0.000 0.001 0.001 0.000 0.000 0.000 0.000 0.000 0.000
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30 h, in other words, 36 h before KIDScore-D3 and 38 h before Liu et al. A more detailed comparison indicated 
that this superiority was maintained for all ages and data sets (Fig. 5 and supplementary) for models C onward. 
This new single-image classifier successfully identified KIDp versus aneuploid with an AUC of 0.89, implying 
a potential non-invasive PGT replacement. Note that the classification of aneuploid versus KIDp is more clini-
cally pertinent than the outcome of the PGT test itself, since not all the euploid embryos can implant. A further 
discussion of the results can be found in the supplementary.

Conclusion
In the literature on fully automatic predictive IVF, only a few studies have addressed the use of multiple frames 
acquired over time. As far as we know, neither allows for the use of embryos with missing or ambiguous labels 
during training. We addressed the first problem by proposing a simple time integration method. These data are 
further used to train a single-frame classifier that can be used even if multiple frames are not available, learns 
in a semi-supervised manner that incorporates unlabeled and ambiguously labeled samples, and addresses 
the problem of negative implantation labels for high-potential embryos. We suggest a pseudo-labeling scheme 
that is applied to pairs of samples. Our results indicate that both the time integration and the pseudo labeling 
improve results, even when applied multiple times, in an interleaved manner. Our method exhibited consider-
ably better performance in comparison to the existing FDA-approved system, which requires expert labeling 
across multiple time frames.
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