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Algorithms are rapidly diffusing through healthcare systems1, 
providing support for outpatient services (for example, 
telehealth) and supply to match demand for inpatient care 

services2–4. Algorithmic-based healthcare services (medical ‘artifi-
cial intelligence’ (AI)) are cost-effective and scalable and provide 
expert-level accuracy in applications ranging from the detection 
of skin cancer5 and emergency department triage6,7 to diagnoses of 
COVID-19 from chest X-rays8. Adoption of medical AI is critical for 
providing affordable, high-quality healthcare in both the developed 
and developing world9. However, large-scale adoption of AI hinges 
not only on adoption by healthcare systems and providers but also 
on patient utilization, and patients are reluctant to utilize medical 
AI10–12. Patients view medical AI as unable to meet their unique 
needs10 and as performing more poorly than comparable human 
providers12 and feel it is harder to hold AI providers accountable for 
mistakes than comparable human providers11.

We propose that another important barrier to adoption of medi-
cal AI is its perceived opacity, that it is a ‘black box’13,14. People do 
not subjectively understand how algorithms make medical deci-
sions, and this impairs their utilization. Moreover, we suggest that 
this barrier does not rest solely on the perceived opacity of AI. It 
is also grounded in an illusory understanding of the medical deci-
sions made by human providers. We theorize that people errone-
ously believe they better understand the decision-making of human 
than AI healthcare providers, and this erroneous belief contributes 
to algorithm aversion in healthcare utilization (greater reluctance 
to utilize healthcare delivered by AI providers than by comparable 
human providers).

Our theory is grounded in a reality (objective knowledge: what 
people actually know) and an illusion (subjective knowledge: what 
people believe they know). Decision processes used by algorithms are 
perceived to be opaque by patients, because they are often actually 
opaque to medical professionals and even their creators, who cannot 
explain them15,16. In other words, subjective and objective knowledge 
of algorithmic decision processes are similarly poor. We argue that 
decisions made by human providers appear more transparent, but 

this perception is an illusion; subjective knowledge of human deci-
sion processes is greater than objective knowledge. The perceived 
transparency of human decision-making stems from a belief that 
introspection provides direct access into the psychological processes 
by which people make decisions17. But people actually lack access to 
their own associative machinery18,19, and rely on heuristics to under-
stand the decision-making of other people20. Human decision-making 
is often as much a black box as decisions made by algorithms.

We suggest that these coupled effects make people aware of their 
limited understanding of medical decisions made by algorithmic 
providers, but also lead them to overestimate their understanding of 
(similarly opaque) decisions made by human providers. Indeed, we 
find that people claim greater subjective understanding for medi-
cal decisions made by human than AI providers (people feel that 
they know more), but they exhibit similar objective understanding 
of decisions made by both providers (people actually know as little 
about both decision processes). We propose that, in turn, poorer 
subjective understanding of decisions made by AI than human 
healthcare providers underlies reluctance to utilize medical AI. 
Subjective understanding plays a critical role in the adoption of 
innovations, from new policies to consumer products, and facili-
tates adoption even when people have little objective understanding 
of their benefits or how innovations work21,22.

We tested our predictions in a set of five pre-registered online 
experiments with nationally representative and convenience sam-
ples (studies 1, 2A,B and 3A,B: N = 2,699), and a sixth pre-registered 
online field study on Google Ads (study 4: N = 14,013). We find that 
subjective understanding drives healthcare provider utilization. 
Moreover, we find that greater subjective understanding of medical 
decisions made by human than AI healthcare providers contributes 
to algorithm aversion, but it can be remediated with cost-effective 
interventions that increase utilization of algorithmic providers with-
out reducing the utilization of human providers. All experiments 
were approved for use with human subjects by institutional review 
boards. All conditions, measures and exclusions are reported; data 
and pre-registrations are available at https://osf.io/taqp8/.
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Results
Study 1. Our theory proposes that the greater subjective under-
standing people claim for medical decisions made by human than 
algorithmic healthcare providers is due to illusory understanding 
of decisions made by human providers. Making people explain a 
medical decision made by a human or algorithmic provider should 
then reduce subjective understanding of that decision more when 
the provider is human.

We recruited a nationally representative online sample of 297 US 
residents (mean age 45.37 years, 53% female) from Lucid. We used a 
2 (provider: human, algorithm) × 2 (rating order: pre-intervention, 
post-intervention) mixed design. Participants were randomly 
assigned to one of the two provider conditions between subjects, and 
ratings of subjective understanding were repeated within subjects.

We first described triage of a potentially cancerous skin lesion 
with visual inspection and referred to the healthcare provider as a 
“doctor” or “algorithm” depending on provider condition, for exam-
ple, “A doctor [algorithm] will examine the scans of your skin to 
identify cancerous skin lesions.” If risk was assessed to be high, the 
provider would refer the patient to a dermatologist to determine 
the appropriate course of action (see Supplementary Appendix 1 for 
introductory stimuli used in all studies).

Next, all participants provided a first rating of their subjective 
understanding of the provider’s decision-making with a measure 
adapted from relevant prior research22,23 (“To what extent do you 
understand how a doctor [algorithm] examines the scans of your 
skin to identify cancerous skin lesions?” with 1 for not at all and 7 
for completely). To test the degree to which this rating was illusory, 
participants then generated a mechanistic explanation of the pro-
vider’s decision process (see Supplementary Appendix 2 for instruc-
tions). Similar interventions have been successfully implemented 
to shatter the illusion of understanding in other domains23. After 
completing the intervention, participants provided a second rat-
ing of their subjective understanding of provider’s decision process. 
Greater reductions in pre-intervention to post-intervention ratings 
indicate a larger illusion of understanding.

To test whether participants exhibited a greater illusion of 
explanatory depth for the decision processes used by human 
than algorithmic providers, we regressed subjective understand-
ing on provider (0 for algorithm, 1 for doctor), rating order (0 for  
pre-intervention, 1 for post-intervention) and their interac-
tion. The analyses revealed the predicted significant interaction  
(ΔH − ΔA = −0.40, z = −2.61, P = 0.009; Fig. 1). Participants claimed 
greater subjective understanding of a human than an algorithmic 

decision processes (pre-intervention: β = 1.08, z = 5.02, P < 0.001; 
post-intervention: β = 0.69, z = 3.19, P = 0.001). More importantly, 
the intervention significantly reduced reported subjective under-
standing of decisions made by human providers (Mpre = 5.08 versus 
Mpost = 4.52, ΔH = −0.56, z = −5.27, P < 0.001), but not of decisions 
made by algorithmic providers (Mpre = 3.99 versus Mpost = 3.83, 
ΔA = −0.16, z = −1.47, P = 0.14). These results hold when including 
all control variables in the regression (Supplementary Appendix 3).

Studies 2A,B. In studies 2A,B, we directly test our theory against an 
obvious alternative explanation, that greater subjective understand-
ing for human than algorithmic healthcare providers is due to dif-
ferences in objective understanding. We predicted that people claim 
greater subjective understanding of decisions made by human than 
algorithmic providers, but possess a similar objective understand-
ing of decisions made by human and algorithmic providers.

We recruited nationally representative samples of US residents 
(2A: N = 400, Mage = 45.36, 52% female; 2B: N = 403, Mage = 45.16, 
52% female) from Lucid. Participants were randomly assigned to 
one of four conditions in a 2 (provider: human, algorithm) × 2 
(understanding type: subjective, objective) between-subject design.

In the same skin cancer detection context as study 1, we manip-
ulated whether the provider was a “primary care physician” or 
“machine learning algorithm”. Next, we measured either objective 
or subjective understanding of that medical decision.

In objective understanding assessment conditions, we measured 
participants’ actual understanding of the process by which provid-
ers identity cancerous skin lesions. To do this, we developed a quiz 
in consultation with experts in the relevant medical domain (pre-
liminary visual inspection of moles): a team of dermatologists at a 
medical school in the Netherlands, and a team of developers of a 
popular skin cancer detection application in Europe. We identified 
at least three objective differences in the approach used by primary 
care physicians versus machine learning algorithms to perform a 
visual inspection. First, primary care physicians generally consider a 
predetermined set of features such as the lesion’s asymmetry, border, 
colour and diameter24, whereas machine learning algorithms do not 
need to extract these visual features. They use raw pixels to deter-
mine visual similarity between the lesion and other lesions5. Second, 
primary care physicians generally use a decision tree in which mole 
features are considered separately and often sequentially25,26, whereas 
machine learning algorithms consider all features simultaneously. 
Third, primary care physicians make a binary decision, assigning 
the combination of visual symptoms to a low-risk or a high-risk cat-
egory, whereas machine learning algorithms compute a more granu-
lar probability of malignancy5, although medical AI services may 
communicate a dichotomized low/high risk result to patients.

Building on these three differences, we created a three-item 
multiple-choice test intended to assess objective understanding. 
Each test item had one correct answer for human providers, one 
(different) correct answer for machine learning algorithms and one 
incorrect distractor answer (Cronbach’s α = 0.65 in the human con-
dition and α = 0.67 in the algorithm condition). We scored objective 
understanding by summing the correct answers; thus, scores ranged 
from 0 to 3 (algorithm condition: m = 1.33, s.e. 0.09, human condi-
tion: m = 1.34 and s.e. 0.09).

In subjective understanding assessment conditions in study 2A, 
participants reported their subjective understanding of the process 
by which a primary care physician (machine learning algorithm) 
identifies cancerous skin lesions on a scale similar to that used in 
study 1: “To what extent do you understand how a doctor [algo-
rithm] examines the scans of your skin to identify cancerous skin 
lesions?” scored on a seven-point scale with endpoints 1 for not at 
all and 7 for completely understand.

In subjective understanding conditions in study 2B, we used a 
measure of subjective understanding more similar to the measure of 
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Fig. 1 | illusory understanding of human decision-making in study 1. 
Making people explain provider decision processes reduces their subjective 
understanding of decisions made by human providers, but not decisions 
made by algorithmic providers (study 1; N = 297). Error bars ±1 s.e.m.
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objective understanding, a three-item binary choice measure using 
more concrete descriptions of each facet of the decision process, in 
which participants reported whether (1) or not (0) they subjectively 
understood the criteria, process and output of the decision process 
(Supplementary Appendix 4). We scored subjective understanding 
in study 2B by summing points for all three items; scores ranged 
from 0 to 3.

We transformed raw measures of subjective and objective under-
standing into separate z scores (Fig. 2). We then compared them 
by regressing understandings on provider (0 for algorithm, 1 for 
human), understanding type (0 for subjective, 1 for objective) and 
their interaction. Participants claimed greater subjective under-
standing of medical decisions made by human than algorithmic pro-
viders (2A: β = −0.82, t = −6.01, P < 0.001; 2B: β = −0.46, t = −3.33, 
P = 0.001), whereas their objective understanding did not differ 
by provider (2A: β = 0.02, t = 0.11, P = 0.91; 2B: β = 0.11, t = 0.79, 
P = 0.43), creating the predicted provider × understanding interac-
tion (2A: β = −0.80, t = −4.19, P < 0.001; 2B: β = −0.35, t = −1.78, 
P = 0.08). Note that, in study 2B, excluding the participants who 
failed the manipulation check increased the interaction coefficient 
to β = −0.70, t = −2.99, P = 0.003 (Supplementary Appendix 3). 
Results from both studies 2A and 2B held when including all control 
variables in the regressions (Supplementary Appendix 3).

Taken together with the results of study 1, medical decisions 
made by both human and algorithmic providers appear to objec-
tively be a ‘black box’. However, people are more aware of their lim-
ited understanding of medical decisions made by algorithmic than 
human providers.

Studies 3A,B. Next, we examined whether algorithm aversion in 
healthcare utilization would be reduced by interventions that suc-
cessfully reduced differences in the subjective understanding of 
medical decisions made by human and algorithmic providers. As 
two main decision processes are used to make mole malignancy 
risk assessments, and as human and algorithmic providers are 
each likely to favour one of these two decision processes, we again 
relied on a team of dermatological experts to develop two different 
interventions.

In study 3A, the intervention reduced differences in subjective 
understanding by explaining how all providers examine mole fea-
tures (for example, asymmetry and colour) to make a malignancy 
risk assessment. This decision process better encapsulates how a 
human provider is likely to assess risk, although it is not inaccurate 
with respect to an algorithmic provider. In study 3B, the interven-

tion reduced differences in subjective understanding by explaining 
how all providers make a malignancy risk assessment, that is, by 
examining the visual similarity between a target mole and other 
moles known to be malignant. This decision process better encap-
sulates how an algorithmic provider is likely to assess risk, although 
it is not inaccurate with respect to a human provider.

We recruited 1,599 US residents (3A: N = 801, Mage = 36.9 years, 
50.0% female; 3B: N = 801, Mage = 45.3 years, 51.1% female) from 
Amazon Mechanical Turk (3A) and Lucid (3B). In both studies, 
participants were randomly assigned to one of four conditions in a 
2 (provider: human, algorithm) × 2 (intervention: control, interven-
tion) between-subject design.

We used the same skin cancer detection context as in study 1 
and 2 and manipulated whether the provider was a human doctor 
or an algorithm (Supplementary Appendix 1). Then, participants 
in the control condition reported their subjective understanding 
and healthcare utilization intentions for that provider. Subjective 
understanding was measured in study 3A with the item used in 
study 2A. In study 3B, it was measured with the item used in study 1.  
Healthcare utilization intentions were measured in study 3A with 
the item “How likely would you be to utilize a healthcare service that 
relies on a doctor [algorithm] to identify cancerous skin lesions?” 
scored on a seven-point scale with endpoints of 1 for not at all likely 
and 7 for very likely. In study 3B, they were measured with the item 
“How likely would you be to utilize a healthcare service that relies 
on a primary care physician [machine learning algorithm] to iden-
tify cancerous skin lesions?” scored on a seven-point scale with end-
points of 1 for not at all likely and 7 for very likely.

Participants in the intervention condition first rated their subjec-
tive understanding, and then read supplementary information that 
described how doctors [algorithms] diagnose skin cancer based 
on photographs of moles, in a single diagram (Fig. 3). Next, they 
reported their subjective understanding of the medical decision 
again. Finally, they reported their healthcare utilization intentions.

We first examined the effectiveness of the intervention for 
each kind of provider. It increased subjective understanding of the 
decision made by algorithmic providers (3A: Δ = 1.42, t = 12.51, 
P < 0.001; 3B: Δ = 0.56, t = 6.21, P < 0.001) and human providers 
(3A: Δ = 1.04, t = 11.08, P < 0.001; 3B: Δ = 1.39, t = 11.85, P < 0.001). 
Second, we compared the extent to which the intervention reduced 
differences in subjective understanding across providers by com-
paring ratings in the control condition versus post-intervention 
subjective understanding ratings in the intervention condition. To 
this end, we regressed subjective understanding ratings on provider  
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Fig. 2 | Differences in objective and subjective understanding in studies 2a,B. People report lower subjective understanding of medical decisions made 
by algorithmic than human providers, but exhibit similar objective understanding of decisions made by human and algorithmic providers. a,b, Study 2A, 
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(0 for algorithm, 1 for human), intervention (0 for control versus 1  
for intervention) and their interaction. We found a significant  
provider type × intervention interaction (3A: β = −0.47, t = −2.60, 
P = 0.01; 3B: β = −1.02, t = −4.57, P < 0.001) (Fig. 4a,c). The differ-
ence in subjective understanding of the decision made by the human 
and algorithmic provider was smaller in the intervention condi-
tion (3A: β = −0.70, t = −5.41, P < 0.001; 3B: β = −1.10, t = −6.97, 
P < 0.001) than in the control condition (3A: β = −0.22, t = −1.74, 
P = 0.08; 3B: β = −0.08, t = −0.52, P = 0.60).

We next tested the impact of the intervention on algorithm aver-
sion in healthcare utilization. We regressed utilization intentions 
on provider type, intervention condition and their interaction. 
As predicted, this revealed a significant provider type × interven-
tion interaction (3A: β = −0.49, t = −2.70, P = 0.007; 3B: β = −0.55, 
t = −2.31, P = 0.02) (Fig. 4b,d). Algorithm aversion in healthcare 
utilization (greater reluctance to utilize algorithmic than human 
providers) was smaller in the intervention condition (3A: β = −0.58, 
t = −4.50, P < 0.001; 3B: β = −0.01, t = −0.05, P = 0.96) than in the 
control condition (3A: β = −1.08, t = −8.32, P < 0.001; 3B: β = −0.57, 
t = −3.31, P = 0.001). In other words, the intervention increased uti-
lization intentions to a greater extent for algorithmic providers (3A: 
β = 0.83, t = 6.46, P < 0.001; 3B: β = 0.70, t = 4.09, P < 0.001) than 
for human providers (3A: β = 0.34, t = 2.66, P = 0.008; 3B: β = 0.14, 
t = 0.82, P = 0.41).

Finally, we tested our full process account by examining whether 
(i) subjective understanding mediated the influence of healthcare 

provider on utilization intentions and (ii) whether the increase in 
subjective understanding due to the intervention reduced algo-
rithm aversion. We estimated a moderated mediation model of 
healthcare utilization with healthcare provider as predictor, inter-
vention condition as moderator and subjective understanding as 
mediator with 5,000 bootstrap samples27. Consistent with our 
prediction, the indirect effect of healthcare provider on utiliza-
tion intentions through subjective understanding was significantly 
stronger (3A: Δ = 0.20, 95% CI [0.05, 0.37]; 3B: Δ = 0.60, 95% CI 
[0.35, 0.89]) in the control condition (3A: β = 0.29, 95% CI [0.16, 
0.45]; 3B: β = 0.65, 95% CI [0.45, 0.86]) where differences in sub-
jective understanding were larger, than in the intervention condi-
tion (3A: β = 0.09, 95% CI [0.02, 0.17]; 3B: β = 0.09, 95% CI [−0.12, 
0.21]). These results hold when including all control variables in 
the regression (Supplementary Appendix 3). We acknowledge the 
limitations of this type of mediation analysis28 and invite future 
research to replicate this finding with alternative manipulations, 
designs and measures.

To rule out that the effects of the interventions in studies 3A,B 
were due to differences in objective understanding between the 
control and intervention conditions, we ran an additional three 
(intervention: control, study 3A, study 3B) × 2 (understanding: 
subjective, objective) between-subjects pre-registered experiment 
with 601 participants on Amazon Mechanical Turk. It compared 
both subjective and objective understanding between control 
conditions and two conditions that each tested one of the inter-
ventions. Results from this experiment show that, relative to a 
control condition, the interventions used in studies 3A and 3B 
significantly increased subjective understanding (respectively, 
β = 0.67, t = 4.90, P < 0.001; β = 0.82, t = 6.05, P < 0.001) but did 
not influence objective understanding (respectively, P = 0.78 and 
P = 0.89; all interactions, ts > 3.60, ps < 0.001). For detailed study 
descriptions and results, see Supplementary Appendix 5. We 
acknowledge that the results of this ancillary study may have been 
influenced by the sensitivity of our measure of objective under-
standing. Measures with a wider range of easy and hard questions 
might identify more subtle changes in objective understanding 
resulting from these or other interventions, and identify comple-
mentary effects of changes in objective understanding on utiliza-
tion of medical AI.

Study 4. In study 4, using Google Ads, we tested whether subjec-
tive knowledge-based interventions would effectively reduce algo-
rithm aversion in healthcare utilization in an online field setting. 
Following Winterich et al.29, we published sponsored search adver-
tisements for an algorithm-based skin cancer detection application 
(Fig. 5). Whenever a user typed a prespecified search keyword (for 
example, “skin cancer picture”) they might see our sponsored search 
advertisement near or above the organic results on Google (see 
Supplementary Appendix 6 for details).

We ran our ad campaign for five days between 15 and 19 
November 2020. We specified a daily budget of 60 euros; on each 
day our advertisements stopped when the daily budget was reached. 
The advertisements generated 14,013 impressions (that is, how 
many times the ad was viewed across the following demographics: 
age: 18–24 years: 6.9%, 25–35 years: 5.7%, 35–44 years: 7.3%, 45–54 
years: 15.1%, 55–64 years: 35.6%, 65+ years: 29.4%; gender: 78.8% 
female) and generated 698 clicks.

All participants were served one of two ads for a skin cancer 
detection application through Google Ads (Fig. 5). We manipu-
lated whether the sponsored ad did or did not explain the process 
by which the algorithm triaged moles and tested the impact of that 
intervention on ad click-through rates. Subjective understanding 
was manipulated through these descriptions of the application, 
as pretested in a study reported in Supplementary Appendix 7. In 
the intervention condition, the advertisement read “Our algorithm 
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checks how similar skin moles are in shape/size/color to cancer-
ous moles.” In the control condition, the advertisement read “Our 
algorithm checks if skin moles are cancerous moles.” Clicking on 
the advertisement took participants to the Google App Playstore 
page of SkinVision, an algorithmic skin cancer detection app 
(Supplementary Appendices 6 and 8).

The frequency of appearance of the different ads was not random, 
because the Google Ads platform serves ads according to the goal 
of the campaign (maximizing clicks, in our case). Hence, we cannot 
use the actual number of clicks as a dependent variable. Instead, we 
followed prior research29 and used the average percentage of clicks 
per impression or click-through rate. A logistic regression revealed 
that the click-through rate was higher in the intervention advertise-
ment (6.36%) compared with the control advertisement (3.29%, 
β = 0.69, z = 8.17, P < 0.001, d = 0.38).

The results illustrate the efficacy of advertising interventions 
enhancing subjective knowledge in field settings. Because the 
assignment of users between ads was not random, of course, it may 
have generated unintended variance in the set of users exposed to 
each ad30. Given the replications in studies 3A,B, which featured 
random assignment, we believe it is unlikely that the results from 
study 4 can be solely attributed to ad optimization. We invite future 
research to further replicate this result by using different method-
ologies and sampling procedures.

Discussion
Utilization of algorithmic-based healthcare services is becoming 
critical with the rise of telehealth services31, the current surge in 
healthcare demand2–4 and long-term goals of providing affordable 
and high-quality healthcare32 in developed and developing nations9. 
Our results yield practical insights for reducing reluctance to utilize 
medical AI. Because the technologies used in algorithmic-based 
medical applications are complex, providers tend to present AI 
provider decisions as a ‘black box’. Our results underscore the 
importance of recent policy recommendations to open this black 
box to patients and users16,33. A simple one-page visual or sentence 
that explains the criteria or process used to make medical deci-
sions increased acceptance of an algorithm-based skin cancer diag-
nostic tool, which could be easily adapted to other domains and 
procedures.

Given the complexity of the process by which medical AI makes 
decisions, firms now tend to emphasize the outcomes that algo-
rithms produce in their marketing to consumers, which feature 
benefits such as accuracy, convenience and rapidity (performance), 
while providing few details about how algorithms work (process). 
Indeed, in an ancillary study examining the marketing of skin can-
cer smartphone applications (Supplementary Appendix 8), we find 
that performance-related keywords were used to describe 57–64% 
of the applications, whereas process-related keywords were used to 
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describe 21% of the applications. Improving subjective understand-
ing of how medical AI works may then not only provide beneficent 
insights for increasing consumer adoption but also for firms seeking 
to improve their positioning. Indeed, we find increased advertising 
efficacy for SkinVision, a skin cancer detection app, when advertis-
ing included language explaining how it works.

More broadly, our findings make theoretical contributions to 
the literatures on algorithm aversion and human understanding of 
causal systems. The literature on algorithm aversion finds that peo-
ple are generally averse to using algorithms for tasks that are usually 
done by humans34,35, on the grounds that algorithms are perceived 
as unable to learn and improve from their mistakes36, unsuitable 
for subjective or experiential tasks37,38, unable to adapt to unique 
or mutable circumstances10,39 and unable to carry responsibility for 
negative outcomes11. Our results illustrate the importance of under-
standing the causal process relating their inputs (for example, medi-
cal data) to their outputs (for example, diagnoses). We also identify 
interventions to reduce algorithm aversion in a domain where algo-
rithms are already in widespread use1. We invite future research on 
medical AI adoption with alternative and complementary inter-
ventions of health literacy40 or digital literacy41. Finally, people do 
exhibit an illusion of explanatory depth of causal systems21–23,42 in 
many domains, claiming to better understand a variety of ideas, 
technologies and biological systems than they objectively do. Our 
results suggest an egocentric bias in this illusion of understanding, 
that the illusion may loom largest in assessments of people—the 
causal systems most similar to ourselves.

Methods
The present research involved no more than minimal risks, and all study 
participants were 18 years of age or older. Studies 1–3B were approved for use 
with human participants by the Institutional Review Board on the Charles River 
Campus at Boston University (protocol 3632E); informed consent was obtained for 
all participants. Study 4 used data collected from the Google Ads platform, which is 
aggregated and fully anonymous at the individual level. It is impossible to identify, 
interact with and obtain consent from individual participants. This study was 
approved by the Erasmus University Erasmus Research Institute of Management 
Internal Review Board.

All manipulations and measures are reported. Pre-registrations, raw data and 
Stata syntax files are available on the Open Science Framework at https://osf.io/
taqp8/.

In studies 1–3B, we recruited participants from the online sample recruiting 
platforms Lucid and Amazon Mechanical Turk. Lucid provides a nationally 
representative sample with respect to age, gender, ethnicity and geography43. 
Amazon Mechanical Turk is an online sample recruiting platform that, although 
not nationally representative, yields high data quality through the use of attention 
checks44 and worker reputation scores45. Following prior research, we selected 
participants with an approval rating above 95% on Amazon Mechanical Turk45. 
Studies 1–3B were conducted on the Qualtrics survey platform. Condition 

assignments were random in all our studies, with randomization administered by 
Qualtrics software.

Following a general rule of thumb used in recent research46, we sought to 
obtain a minimum of 100 participants per cell. As a result, in studies 2A,B, we 
decided to target a sample of 100 per cell. In study 1 we decided to target a larger 
sample of 150 per cell to have sufficient power to detect an interaction in a 2 × 
2 mixed design (one factor was manipulated between subject while the other 
was repeated within subjects). In studies 3A,B, we decided to target a sample 
of 200 per cell to have sufficient power to detect moderated mediation. With a 
small effect size of Cohen’s f = 0.20, a significance level of 0.05 and n = 100 in two 
between-subject conditions, the power to detect a significant effect was 80.36%. 
With sample sizes of n = 150 and n = 200, the power was 93.23% and 97.88%, 
respectively.

In studies 1, 2A and 3A,B, as pre-registered, we programmed our surveys 
to automatically exclude participants who failed an attention check at the very 
beginning of the survey and prior to any manipulation. We have no data for these 
participants, and because these responses are recorded as incomplete, they did not 
affect our target sample size. Participants answered the following attention check 
question: “There is an artist named Frank that paints miniature figures. He usually 
buys these figures from a company, but the company has gone out of business. 
After this, Frank decides to hand-carve his own figures. However, Frank’s friend 
tells him that these new figures are significantly worse in quality. Did Frank’s 
friend think that Frank’s hand-carved figures were better than the company’s?” 
with answers of yes, no, maybe, cheese plates and movies (correct answer is “no”). 
We screened out N = 211 participants in study 1, N = 255 participants in study 2A, 
N = 260 participants in study 3A and N = 378 participants in study 3B.

In studies 1, 2A and 3A,B, the stimuli included either an image of a human 
provider or an algorithm, the first result in Google Images with search terms 
“Doctor” or “Artificial Intelligence” that did not include words or a face (see 
https://osf.io/taqp8/). Omitting these introductory images in study 2B yielded the 
same pattern of results.

Based on prior research on resistance to AI in the medical domain10, 
participants also reported three control variables related to skin cancer in studies 
1–3B: their perceived susceptibility to skin cancer (“Relative to an average person 
of your same age and gender, to what extent do you consider yourself to be at risk 
of skin cancer (melanoma)?” with 1 for much lower and 5 for much higher), their 
self-examination frequency (“Skin self-examination is the careful and deliberate 
checking for changes in spots or moles on all areas of your skin, including those 
areas rarely exposed to the sun. How often do you practice skin self-examination?” 
with 1 for never and 5 for weekly) and their perceived self-efficacy (“In general, 
to what extent do you feel that you are confident in your ability to conduct skin 
self-examination?” with 1 for not at all confident and 5 for extremely confident).

In studies 1–3B, we also collected demographic variables at the end of the 
experiment (gender, age and employment by/as a healthcare provider) and a 
manipulation check question (“In the scenario you read, the data […] was analyzed 
by?” with answers of a doctor or an algorithm). Additional details about the 
manipulation check, and analyses including the control variables, are described 
in Supplementary Appendix 3. Effect sizes associated with main hypotheses are 
detailed in Supplementary Appendix 9.

Reporting summary. Further information on research design is available in the 
Nature Research Reporting Summary linked to this article.

Data availability
Data from all of the studies reported in this paper are publicly available at https://
osf.io/taqp8/.

Code availability
Analyses were conducted with STATA 16.1, and code from all studies is publicly 
available at https://osf.io/taqp8/.
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