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Deep learning-enabled breast cancer hormonal
receptor status determination from base-level
H&E stains
Nikhil Naik 1✉, Ali Madani1,4, Andre Esteva1,4, Nitish Shirish Keskar1, Michael F. Press 2,

Daniel Ruderman 3, David B. Agus3 & Richard Socher1

For newly diagnosed breast cancer, estrogen receptor status (ERS) is a key molecular marker

used for prognosis and treatment decisions. During clinical management, ERS is determined

by pathologists from immunohistochemistry (IHC) staining of biopsied tissue for the targeted

receptor, which highlights the presence of cellular surface antigens. This is an expensive,

time-consuming process which introduces discordance in results due to variability in IHC

preparation and pathologist subjectivity. In contrast, hematoxylin and eosin (H&E) staining—

which highlights cellular morphology—is quick, less expensive, and less variable in pre-

paration. Here we show that machine learning can determine molecular marker status, as

assessed by hormone receptors, directly from cellular morphology. We develop a multiple

instance learning-based deep neural network that determines ERS from H&E-stained whole

slide images (WSI). Our algorithm—trained strictly with WSI-level annotations—is accurate

on a varied, multi-country dataset of 3,474 patients, achieving an area under the curve (AUC)

of 0.92 for sensitivity and specificity. Our approach has the potential to augment clinicians’

capabilities in cancer prognosis and theragnosis by harnessing biological signals impercep-

tible to the human eye.
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More than 2 million women across the world were
diagnosed with breast cancer in 2018, resulting in 0.6
million deaths. A large majority of invasive breast

cancers are hormone receptor-positive—the tumor cells grow in
the presence of estrogen (ER) and/or progesterone (PR)1–5.
Patients with hormone-receptor positive tumors often clinically
benefit from receiving hormonal therapies, which target the ER
signaling pathway. The US National Comprehensive Cancer
Network guidelines mandate that hormone receptor status,
including ER receptor status, be determined for every new breast
cancer patient, as this is critical in clinical decision-making6.

In the current diagnostic workflow, a patient’s sample is thinly
sectioned onto microscope slides for staining followed by visual
diagnosis by a pathologist. Hematoxylin and eosin (H&E) stain-
ing is used for primary diagnosis, and specialized stains for
molecular markers can be used for diagnostic confirmation and
subtyping. For breast cancer, ERS is always assayed, as it is both a
prognostic marker and predictive of endocrine therapy response.
ERS is determined by visual inspection of slides stained using
molecular immunohistochemistry (IHC) with an antibody tar-
geting the ER receptor (Fig. 1a). This process has several limita-
tions. IHC staining is expensive and time-consuming. The test
output is expressed in terms of color: stain intensity, or percen-
tage of cells that achieve a detectable stain intensity, or presence/
absence of a stain. There can be significant variation in sample
quality due to differences in tissue handling and fixation, anti-
body sources and clones, and technician skill levels1,2. Finally, the
pathologists’ decision-making process is inherently subjective and
can result in human errors3. These factors lead to discordance in
ERS determination; an estimated 20% of current IHC-based
determinations of ER and PR testing may be inaccurate3,4, placing
these patients at risk for suboptimal treatment.

We find that the morphology of the tumor, captured in the
H&E stain, contains predictive signal for the molecular marker

status of the tumor and that a machine-learning (ML) algorithm
can directly determine ERS from an H&E-stained whole slide
image (Fig. 1a). The morphology is a reflection of the biology; in
this case, the dependence on hormonal signaling and the
arrangement of the cells one would predict may be different
depending on the biology. We show that ML identifies histo-
morphological feature groups within the tissue structure captured
by an H&E stain that are predictive of molecular biomarkers (or
biology) expressed in an IHC stain.

Our algorithm is trained with clinical ERS readily available
from patient records and requires no additional pixel-level
annotations. Recent studies4,7,8 have shown promising perfor-
mance for ERS determination from morphological stains, but are
based on single-center datasets of tissue microarrays (TMAs).
Creating TMAs is a manual process that requires pathologists to
select regions of interest (ROIs) from the whole specimen9,10. In
contrast, our method automatically selects ROIs from the total
tissue field and demonstrates accurate results on a large, multi-
country dataset of WSIs, which would make it feasible for
pathologists to augment their standard clinical workflows with no
additional manual steps. Other studies using TCGA and whole
slide images have reported results on molecular biomarkers such
as lung cancer11.

Working with H&E has several advantages—it is significantly
cheaper than IHC, it exhibits less variability across centers, and it
is ubiquitously used in histopathology workflows globally. An
automated ERS estimation method has the potential to reduce
errors in breast cancer treatment and improve outcomes, and
importantly reduce time to treatment decisions. Moreover, an
algorithm that identifies discriminative morphological features
for molecular markers has the potential to provide biological
insights into how hormones drive tumor growth.

ML-driven histopathology methods have primarily relied on
expensive, time-consuming, pixel-level pathologist annotations of
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Fig. 1 Estrogen receptor status (ERS) estimation from H&E stained whole slide images (WSI). a In clinical practice, pathologists diagnose breast cancer
from H&E stain, followed by estrogen receptor estimation from IHC stain. We show that a deep learning algorithm can accurately predict ERS directly from
H&E stain. b Our algorithm, which we call ReceptorNet, is trained and evaluated on a diverse, multicenter dataset of 3474 patients with large variation in
sample quality. c ReceptorNet is trained using patches directly sampled from WSI, with no pixel-level annotations. It automatically learns to pay attention
to regions of the WSI important for ERS estimation.
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whole slide images for training11–15. Since pathologists are not
clinically trained to determine ERS from H&E images, they
cannot provide manual annotations for this particular stain.
However, if a tumor has been determined to be ER-negative
(ER−) from an IHC stain, we can assume that their H&E WSI
contains almost no discriminative features for ER-positivity.
Conversely, if the patient has been determined to be ER-positive
(ER+), we can assume that at least some regions of their H&E
WSI contain discriminative features for ER-positivity. Thus, we
can train models using H&E stains as input data, and IHC
annotations as input data labels. This problem setup works well
with multiple instance learning (MIL)16. MIL has been recently
utilized for ML-driven histopathological diagnosis17 and
prognosis18.

The goal of MIL is to learn from a training set consisting of
labeled bags of unlabeled instances. A positively labeled bag
contains at least one positive instance, while a negatively labeled
bag contains only negative instances. A trained MIL algorithm is
able to predict the positive/negative label for unseen bags. We
utilize MIL to estimate ERS from a bag of tiles randomly selected
from a WSI.

In addition to being accurate, an ML algorithm for ERS esti-
mation should be interpretable—it should enable users to identify
regions of the image that are important for decision-making.
From a clinical perspective, interpretability is important for
gaining physicians’ trust, for building a robust decision-making
system, and to help overcome regulatory concerns. From a sci-
entific perspective, an interpretable model can help locate dis-
criminative tiles in H&E images and identify histomorphological
features that are correlated with hormone-driven cell growth. To
achieve interpretability, we design an attention-based deep neural
network that performs MIL19, which we call ReceptorNet
(Fig. 1c). ReceptorNet learns to assign high attention weights to
tiles in the H&E image that have maximum discriminative
capacity, and to assign low attention weights to tiles that are
insignificant for this task. Analyzing attention weights assigned to
different tiles allows us to determine which tiles were utilized to
make ERS estimation.

ReceptorNet is trained to predict ER+ status from a bag of tiles
randomly selected from a WSI at a resolution of 0.5 µm/pixel. The
WSI is divided into 256 × 256 pixel-size nonoverlapping tiles.
ReceptorNet consists of three interconnected neural networks
which are trained together: (1) A feature extractor which converts
each 256 × 256 pixel-size tile in a bag into a 512-dimensional
feature vector, (2) an attention module that creates a 512-
dimensional aggregate of feature vectors from all the tiles in the
bag, attention-weighted based on discriminative power, and (3) a
decision layer that computes the probability of this bag being
positive from the aggregate feature vector. We improve on the
existing attention-based MIL19 algorithm by using cutout reg-
ularization20, hard-negative mining21, and a novel mean pixel
regularization (see “Methods”). We train ReceptorNet to predict
the probability of ER+ status through an iterative learning pro-
cess. During testing, we sample multiple bags from a WSI and
aggregate their probabilities to improve prediction accuracy.

Results
Quantitative evaluation. To train and test ReceptorNet, we uti-
lize two diverse datasets: the Australian Breast Cancer Tissue
Bank (ABCTB) dataset containing 2535 H&E images from 2535
patients and The Cancer Genome Atlas (TCGA) dataset con-
taining 1014 H&E images from 939 patients (Fig. 1b). TCGA
images are obtained from 42 different tissue source sites from the
USA, Poland, and Germany. Both datasets report the hormone
receptor status determined by pathologists from IHC stains. Our

combined dataset has large variation in sample preparation,
staining, and scanning quality (Supplementary Fig. 1). After
removing images with excessive pen markings, we divide the
combined dataset into a train set (2728 patients) and a test set
(671 patients). After performing fivefold cross-validation on the
train set, we train ReceptorNet using all slides from the train set
and evaluate it on the test set slides. (See “Methods” for details on
data preparation, training, and evaluation)

We report results using the area under the curve (AUC) for
ER+/ER− binary classification, along with its 95% confidence
interval (CI) computed using bootstrapping. ReceptorNet obtains
an AUC of 0.899 (95% CI: 0.884–0.913) on the cross-validation of
the train set and an AUC of 0.92 (95% CI: 0.892–0.946) on the
test set (Fig. 2a). On the test set, our method obtains a positive
predictive value (PPV) of 0.932 and an negative predictive value
(NPV) of 0.741 at a threshold of 0.25. Since we do not have access
to the original tissue material, it is not possible to perform an
exact comparison between pathologists and our approach. We
note that the results from the International Breast Cancer Study
Group3,4 dataset from a separate study, translate to a PPV of 0.92
and an NPV of 0.683 for concordance between primary
institution and central testing on the combined dataset of
premenopausal and postmenopausal patients. Validation against
gold-standard data using central testing remains an important
future direction.

To determine the importance of algorithm choice, we
compared ReceptorNet with Meanpool and Maxpool, two
traditional, widely used MIL algorithms16. Their performance is
inferior to ReceptorNet on the test set (p < 1 × 10−4 for Meanpool
and p < 0.01 for Maxpool, DeLong test). Meanpool obtains an
AUC of 0.827 (95% CI: 0.786–0.866) and Maxpool obtains an
AUC of 0.880 (95% CI: 0.846–0.912). To evaluate if ERS can be
determined from individual patches alone, we created a model
with the same basic architecture as ReceptorNet after removing
the attention module and trained it on individual patches using
binary cross-entropy. This model obtains an AUC of 0.760 (95%
CI: 0.726–0.794), with evaluation averaged on 50 patches,
indicating that aggregating information from multiple patches
using an attention module leads to better performance. We also
build a logistic regression model using pathologist-provided
histological type and tumor grade, which are clinically deter-
mined from H&E. This model obtains an AUC of 0.809 (95% CI:
0.766–0.848), significantly lower than ReceptorNet (p < 1 × 10−4,
DeLong test) (see Fig. 2b).

In addition to ER, the PR− and human epidermal growth
factor receptor 2 (HER2)-status may affect tumor growth and
thereby may affect the histomorphological structure of the H&E
stained tissue. Since HER2 overexpression is a dominant
transformation mechanism in tumors22, discriminative morpho-
logical patterns for ERS estimation may be harder to identify in
HER2+ samples. Indeed, we find that ReceptorNet performs
significantly better (p < 1 × 10−4, F-test) on HER2− samples
(AUC= 0.927, 95% CI: 0.912–0.943) as compared to HER2+
samples (AUC= 0.768, 95% CI: 0.719–0.813). Moreover, Recep-
torNet performs significantly better (p < 1 × 10−4, F-test) on PR+
samples (AUC= 0.906, 95% CI: 0.869–0.940) as compared to
PR− samples (AUC= 0.827, 95% CI: 0.795–0.855), which is
reflective of the high correlation between ER and PR statuses (see
Fig. 2c). For completeness, we also trained and evaluated
ReceptorNet on PR and HER2 labels using the same cross-
validation and test split as ERS estimation. ReceptorNet obtains
an AUC of 0.810 (95% CI: 0.769–0.846) on PR and an AUC of
0.778 (95% CI: 0.730–0.825) on HER2.

We also find that AUC varies significantly with tumor grade
(p < 1 × 10−3, F-test), 0.949 for grade 1 (95% CI: 0.925–0.973),
0.810 for grade 2 (95% CI: 0.716–0.888), and 0.865 for grade
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3 (95% CI: 0.84–0.887). In contrast, we do not find a statistically
significant difference in prediction performance based on whether
the tumor was ductal or lobular in origin (see Fig. 2d).

There is no statistically significant difference (p > 0.05, F-test)
in ReceptorNet performance across data from Australia, Ger-
many, Poland, and USA. On the cross-validation of the train set,
the AUC on TCGA is 0.861 (95% CI: 0.828–0.893); AUC on
ABCTB is 0.905 (95% CI: 0.889–0.921). Moreover, ReceptorNet
performance across 42 TCGA tissue source sites is similar and is
not dependent on the proportion of training samples collected
from a given site (R2= 0.16, p > 0.1) (see Fig. 2e).

As additional validation, we trained ReceptorNet only using
data from ABCTB and evaluated it on the entire TCGA dataset.
ReceptorNet obtains an AUC of 0.850 (95% CI: 0.830–0.868) on
TCGA for ERS estimation, a reasonable drop in performance as
compared to the combined dataset. TCGA is a harder dataset for
prediction as compared to ABCTB, as TCGA has much larger

variation in staining and patient demographics. The ABCTB data
is obtained from 6 tissue source sites from one state in Australia,
while the TCGA data is obtained from 42 different tissue source
sites from the USA, Poland, and Germany. Finally, we removed
the data from only the University of Pittsburgh from the training
set, which is the largest cohort in TCGA (N= 134), and tested
ReceptorNet on the data from this site. ReceptorNet obtains an
AUC of 0.910 (95% CI: 0.836–0.969) on this cohort, comparable
to the AUC obtained on the entire test set (0.920).

We also do not find significant differences in prediction
performance based on menopausal status or race (p > 0.05, F-test)
on the TCGA data (demographic information was not available
for ABCTB). AUC for postmenopausal women is 0.872 (95% CI:
0.832–0.908). AUC for premenopausal women is 0.838 (95% CI:
0.779–0.893). AUC for African-American patients is 0.859 (95%
CI: 0.785–0.921). AUC for the rest of the patients is 0.858 (95%
CI: 0.817–0.896) (see Fig. 2f). Trends on test set are similar for
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Fig. 2 ReceptorNet obtains high performance on estrogen receptor status estimation. a ReceptorNet obtains an AUC of 0.90 on the cross-validation of
the train set (N= 2728) and an AUC of 0.92 on the test set (N= 671). b ReceptorNet also beats multiple instance learning baselines on the test set (N=
671). On the cross-validation of the train set, ReceptorNet performance is significantly affected by the presence or absence of other hormonal receptors
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cohort splits based on hormonal receptors, tumor origin location,
demographic variables, and data source (Supplementary Fig. 2).
All experimental results are summarized in Table 1.

Qualitative evaluation. Next, we evaluate which histomorpho-
logical patterns are important to ReceptorNet for ERS estimation.
An expert breast cancer pathologist manually reviewed groups of
high-attention tiles clustered based on their image features and
sorted by their ER+ percentage (see “Methods”).

The first group of ER+ discriminative tiles consisted of
uniform cells with small nuclei, negligible to modest nuclear
pleomorphism with little variation in chromatin pattern, and
low mitotic rate, all of which are characteristic features for low
grade tumors (Fig. 3a). In contrast, a group of ER−
discriminative tiles consisted of nuclei with moderate to
substantial nuclear pleomorphism, a relative lack of gland
formation, and rapidly growing tumor, which are characteristic
of high grade tumors (Fig. 3e). The second group of ER+
discriminative tiles consisted of cells arranged in linear arrays
surrounded by stroma, with variation in nuclear size and shape,
and no duct formation (Fig. 3b). These are characteristic
features for invasive lobular carcinoma (ILC), which validates
prospective studies reporting23–25 ILC to be predominantly
ER+. In contrast, none of the tiles with high ER− discrimi-
native ability displayed characteristic patterns for ILC. In the
third ER+ discriminative group, tiles were located within
ductal/lobular carcinoma in situ lesions composed of small,
uniform tumor cells having modest pleomorphism and without
intervening stroma (Fig. 3d).

Other groups of ER+ discriminative tiles captured motifs such
as invasive tumor cells with intervening reactive stroma
(consisting of cancer-associated fibroblasts and myofibroblasts),
and a variable number of inflammatory cells. These invasive
carcinoma cells had mild to moderate nuclear pleomorphism
with interspersed connective tissue, composed predominantly of
collagen (Fig. 3c). A group of ER− discriminative tiles contained
necrotic debris with reactive lymphoid cells and macrophages
removing the debris (Fig. 3f).

In sum, ReceptorNet discovers that histomorphological
patterns that identify low grade tumors, ILC, and in situ

carcinoma are predictive of ER-positivity. These features have
been found to be statistically associated26–30 with ER+ breast
cancers rather than ER−, thus providing validation of some
features assessed by the network in determining ERS.

ReceptorNet assigned low attention weights to tiles with fat
tissue; tiles with connective tissue with no/few tumor cells; tiles
with few tumor cells and reactive stroma trapped in-between fat
cells; and tiles with macrophages laden with debris and fat
(Fig. 3g). The model automatically learnt to ignore these
morphological patterns while making ERS decisions, without
any manual pixel-level annotations used for training (Fig. 3h,
Supplementary Fig. 3).

We also visualize the learned feature space of the aggregated
feature vectors of bags of tiles using t-SNE31, which shows that
ReceptorNet learns to separate WSI based on the degree of ER-
positivity (Supplementary Fig. 4).

Discussion
In conclusion, we demonstrate accurate ER receptor status esti-
mation from H&E stains using a deep neural network trained on
a substantial, multi-country dataset of H&E and IHC-labeled
image pairs. We test the robustness of our algorithm by varying
the presence of other hormonal receptors (PR, human epidermal
growth factor), tumor grade, tumor origin location (ductal, lob-
ular), as well as demographic variables (menopause, race), and
find that other receptors and tumor grade can significantly
influence classifier predictions, while the location of cancer origin
and demographic variables considered do not. The ability to
determine IHC-derived molecular marker status from H&E stains
has the potential to reduce variability in predictions and decrease
the cost of pathology workflows. In addition, the time to treat-
ment initiation would be expedited by using a digital workflow,
which may affect clinical outcomes32,33. In this work, we lay a
foundation for future studies to compare the clinical workflow of
a pathologist with and without this type of ML. More broadly, our
study represents an enhancement of standard physician skill sets
and demonstrates ML’s potential to improve cancer prognosis
and theragnosis by harnessing biological markers currently
imperceptible to clinicians.

Table 1 ReceptorNet performs well across different splits of the data based on other patient characteristics and also outperforms
baseline methods.

Algorithm (data split) AUC (95% CI) Algorithm (data split) AUC (95% CI)

ReceptorNet (cross-validation set) 0.899 (0.884–0.913) ReceptorNet (test set) 0.920 (0.892–0.946)
Baselines
Meanpool (test set) 0.827 (0.786–0.866) Maxpool (test set) 0.880 (0.846–0.912)
Individual patch (test set) 0.760 (0.726–0.794) Logit on type and grade (test set) 0.809 (0.766–0.848)
Data splits based on other hormone receptors and grade
ReceptorNet (HER2+, test set) 0.768 (0.719–0.813) ReceptorNet (HER2−, test set) 0.927 (0.912–0.943)
ReceptorNet (PR+, test set) 0.906 (0.869–0.940) ReceptorNet (PR-, test set) 0.827 (0.795–0.855)
ReceptorNet (Grade 1, test set) 0.949 (0.925–0.973) ReceptorNet (Grade 2, test set) 0.810 (0.716–0.888)
ReceptorNet (Grade 3, test set) 0.865 (0.840, 0.887)
Data splits based on data source
ReceptorNet (TCGA,
cross-validation set)

0.861 (0.828–0.893) ReceptorNet (TCGA,
trained on ABCTB alone)

0.850 (0.830–0.868)

ReceptorNet (ABCTB,
cross-validation set)

0.905 (0.889–0.921) ReceptorNet (University of Pittsburgh, trained
on rest)

0.910 (0.836–0.969)

Data splits based on demographics
ReceptorNet (postmenopausal
women, TCGA)

0.872 (0.832–0.908) ReceptorNet (premenopausal women, TCGA) 0.838 (0.779–0.893)

ReceptorNet (African-American
patients, TCGA)

0.859 (0.785–0.921) ReceptorNet (Non-African-American
patients, TCGA)

0.858 (0.817–0.896)
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Methods
Datasets. We combined hematoxylin and eosin (H&E)-stained whole slide images
from two datasets: the Australian Breast Cancer Tissue Bank (ABCTB) dataset,
which contains 2535 H&E images from 2535 patients and The Cancer Genomic
Atlas (TCGA) dataset, which contains 1014 H&E images from 939 patients. Both
datasets report ER, PR, and HER2 status determined by pathologists from IHC.
The WSI were scanned at a resolution of 20× or higher.

Data preparation. To train ReceptorNet with slide regions that only contain tissue
matter, we first performed segmentation using the Otsu’s method34 on the WSI
thumbnail and discarded the background regions. We then extracted 256 × 256
pixel image tiles from the foreground of WSI at 20× magnification, where an image
was considered to be part of the foreground if 1% of the tile was considered to be
tissue matter. The tiles were extracted without any overlap between adjacent tiles.
The average number of tiles per slide was 19,944, with the number of tiles per slide
varying between 949 and 67,368.

Model architecture. The ReceptorNet architecture consists of three interconnected
neural networks: a feature extractor module, an attention module, and a decision
module. The feature extractor is a ResNet-5035 without the softmax layer, followed by
two fully connected layers with a dropout of 0.5 which convert the 1000-dimensional
feature obtained from ResNet-50 to a 512-dimensional feature vector. The ResNet-50

is initialized from ImageNet36-pretrained weights and the fully connected layers are
randomly initialized using He initialization35. During one iteration of training, a bag
of N image tiles is fed to the feature extractor, which outputs a N × 512 dimensional
feature matrix. This feature matrix is fed to the attention module for aggregation. The
first part of the attention module contains a linear layer which reduces each feature
vector to 128 dimensions and applies an element-wise hyperbolic tangent (tanh(.))
nonlinearity on the output, which scales the features to include values between −1
and 1 and facilitates learning of similarities and contrasts between tiles. The output of
this linear layer followed by tanh is multiplied by another linear layer and a softmax
function which computes an attention weight between 0 and 1 for a particular tile. So,
for a bag of N image tiles, we obtain an N-dimensional vector of attention weights.
We then perform an inner product of this attention vector with the N × 512
dimensional feature matrix to obtain an aggregate 512-dimensional feature vector.
The 512-dimensional aggregate feature vector is now fed to a decision layer consisting
of a 512-dimensional linear layer followed by a sigmoid function, which outputs a
probability between 0 and 1 for a bag of N tiles.

Training protocol. We trained ReceptorNet by feeding bags of N= 50 tiles drawn
randomly from the pre-extracted tiles from each WSI. We performed extensive
data augmentation to help the model learn invariances and to deal with variability
in staining methods. Specifically, we (i) randomly flipped the tile from left to right
with a probability of 0.5, (ii) randomly rotated the tile by {0°, 90°, 180°, 270°} with
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Fig. 3 ReceptorNet discovers histomorphological patterns important for estrogen receptor status estimation. ReceptorNet automatically learns that
a low grade tumors, b invasive lobular carcinoma, c reactive stroma, and d in situ carcinoma are predictive of ER-positivity; and e high grade tumor and
f necrotic debris are predictive of ER-negativity. g ReceptorNet also learns to ignore fat tissue; connective tissue with no/few tumor cells; and macrophages
laden with debris and fat. h Attention weights allow us to identify the regions of whole-slide images important for decision-making. Regions bounded by the
blue outline were used for ERS estimation, while other regions were ignored.
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equal probability, (iii) performed color jittering, and (iv) performed cutout reg-
ularization18 with length 100. We trained the model to minimize cross-entropy loss
using Adam optimizer with a learning rate of 1 × 10−5 and weight decay of 5 ×
10−5 for 500 epochs, employing hard-negative mining21 during each epoch. Since
our dataset contains significant class-imbalance (the number of ER+ samples are
3.7 times the number of ER− samples), we performed balanced sampling to
maintain a rough 50–50 proportion of ER+ and ER− samples in each epoch. We
found that training the model with a bag containing all the image tiles lead to
overfitting. To reduce overfitting, we randomly replaced tiles by an image with all
pixel values set to the mean pixel value of the dataset with a probability of 0.75.
This mean pixel regularization improved performance substantially. We measured
performance using the AUC, PPV, and NPV as metrics for the binary classification
task. PPV is defined as (sensitivity × prevalence)/(sensitivity × prevalence+ (1−
specificity) × (1− prevalence)). NPV is defined as (specificity × (1− prevalence))/
((1− sensitivity) × prevalence+ specificity × (1− prevalence)). The sensitivity and
specificity are calculated by binarizing the prediction probability of the network
using a specific threshold (in our case, 0.25).

Comparison to baseline methods. We compared our method with two widely used
MIL methods: Meanpool and Maxpool. In Meanpool, the feature representations of N
tiles in a bag are averaged to obtain an aggregate feature representation. In Maxpool, a
feature-wise max is obtained for each of the feature dimensions. These methods were
trained on the same model architecture as ReceptorNet, except for replacing the
Attention module by a Meanpool or Maxpool operation.

Pathologist review. We selected a set of highly discriminative tiles for ERS esti-
mation for review by a breast subspecialized pathologist (M.F.P.). We first evaluated
our trained model on bags of tiles sampled exhaustively from slides in our test set.
From each slide, we saved the 512-dimensional aggregate feature vector obtained from
the bag of tiles and performed k-means clustering on the features, with k determined
by the elbow method37. We computed the ER+ fraction for each cluster using the
predicted ER status of the slides in each cluster. For tiles in highly ER+ or ER−
clusters (80%+ ER+, or ER−), we performed k-means clustering on features of
individual tiles in the top 1% of each slide according to attention weights. We then
sorted these tiles by their distance from cluster centers and displayed one tile each
from a different slide, displaying up to five tiles from each cluster. This exercise
ensured selection of highly discriminative tiles from slides with similar aggregate
visual representation (and hence ER+ probability) according to our trained algorithm.
The pathologist manually reviewed these tiles and recorded observations about the
cellular morphology and architecture of the tissue field.

Hardware and software. Experiments were performed on USC’s high-
performance computing cluster, consisting of Nvidia P-100 Pascal graphics pro-
cessing units (GPUs). Image tiles were extracted using the Python version of the
OpenSlide library (v3.4.1). Each model was trained on a single GPU using the
PyTorch library (v0.4.1). Performance evaluation, including AUC calculation and
CI estimation with bootstrapping, was done using scikit-learn (v0.20.0) library in
Python. Statistical tests were performed in R (v3.6.1); the DeLong test was per-
formed using the Daim R package (v1.1.0). All code was developed using open-
source tools.

Statistical methods. Statistical tests for differences in AUC were performed using an
upper tail F-test. The numerator variance was computed as the AUC variance across
comparison groups. The denominator variance was computed as the pooled variances
across comparison groups from 1000 bootstrap AUC values within each group. The
numerator degrees of freedom (dof) was taken as the number of groups minus one,
and the denominator dof was taken as infinity. The 95% CI calculations were also
performed using 1000 bootstrap AUC values within each group. Comparisons
between different ERS prediction methods’ AUCs on the same data set were per-
formed using the DeLong method38. Statistical analysis was done using the following
Python libraries: Jupyter (v4.4.0), numpy(v1.15.4), scipy (v1.0.0), and pandas
(v0.22.0).

Dataset curation. We did not curate the dataset, except removing 75 WSI con-
taining excessive pen markings. The dataset faithfully reflects the quality of WSI
encountered in real-world clinical scenarios.

Data protection. The study was approved by the Institutional Review Board at the
University of Southern California.

Reporting summary. Further information on research design is available in the Nature
Research Reporting Summary linked to this article.

Data availability
TCGA dataset is publicly available at the TCGA portal (https://portal.gdc.cancer.gov).
The ABCTB dataset is available from the Australian Breast Cancer Tissue Bank subject to
ethical and scientific approvals (https://abctb.org.au/abctbNew2/ACCESSPOLICY.pdf).

Code availability
Our code and experiments can be reproduced by utilizing the details provided in the
“Methods” section on data preparation, model architecture, and training protocol, and
the following open-source libraries/codebases: Data preparation are based on py-wsi
(https://github.com/ysbecca/py-wsi). Major components of our model architecture and
training protocol can be reproduced using AttentionDeepMIL (https://github.com/
AMLab-Amsterdam/AttentionDeepMIL) and cutout regularization (https://github.com/
uoguelph-mlrg/Cutout).

Received: 18 April 2020; Accepted: 25 September 2020;

References
1. Tang, P. & Tse, G. M. Immunohistochemical surrogates for molecular

classification of breast carcinoma: a 2015 update. Arch. Pathol. Lab. Med. 140,
806–814 (2016).

2. Gown, A. M. Current issues in ER and HER2 testing by IHC in breast cancer.
Mod. Pathol. 21, S8–S15 (2008).

3. Hammond, M. E. H., Hayes, D. F., Wolff, A. C., Mangu, P. B. & Temin, S.
American Society of Clinical Oncology/College of American Pathologists
Guideline Recommendations for Immunohistochemical Testing of Estrogen
and Progesterone Receptors in Breast Cancer. J. Oncol. Pract. 6, 195–197
(2010).

4. Shamai, G. et al. Artificial intelligence algorithms to assess hormonal status
from tissue microarrays in patients with breast cancer. JAMA Netw. Open 2,
e197700 (2019).

5. Bray, F. et al. Global cancer statistics 2018: GLOBOCAN estimates of
incidence and mortality worldwide for 36 cancers in 185 countries. CA Cancer
J. Clin. 68, 394–424 (2018).

6. Allred, D. C. et al. NCCN Task Force Report: estrogen receptor and
progesterone receptor testing in breast cancer by immunohistochemistry. J.
Natl Compr. Canc. Netw. 7, S22–S23 (2009). S1–S21; quiz.

7. Couture, H. D. et al. Image analysis with deep learning to predict breast cancer
grade, ER status, histologic subtype, and intrinsic subtype. NPJ Breast Cancer
4, 30 (2018).

8. Rawat, R. R., Ruderman, D., Macklin, P., Rimm, D. L. & Agus, D. B.
Correlating nuclear morphometric patterns with estrogen receptor status in
breast cancer pathologic specimens. NPJ Breast Cancer 4, 32 (2018).

9. Griffin, M. C., Robinson, R. A. & Trask, D. K. Validation of tissue microarrays
using p53 immunohistochemical studies of squamous cell carcinoma of the
larynx. Mod. Pathol. 16, 1181–1188 (2003).

10. Khouja, M. H., Baekelandt, M., Sarab, A., Nesland, J. M. & Holm, R.
Limitations of tissue microarrays compared with whole tissue sections in
survival analysis. Oncol. Lett. 1, 827–831 (2010).

11. Coudray, N. et al. Classification and mutation prediction from non-small cell
lung cancer histopathology images using deep learning. Nat. Med. 24,
1559–1567 (2018).

12. Ehteshami Bejnordi, B. et al. Using deep convolutional neural networks to
identify and classify tumor-associated stroma in diagnostic breast biopsies.
Mod. Pathol. 31, 1502–1512 (2018).

13. Mobadersany, P. et al. Predicting cancer outcomes from histology and
genomics using convolutional networks. Proc. Natl Acad. Sci. USA 115,
E2970–E2979 (2018).

14. Wang, D., Khosla, A., Gargeya, R., Irshad, H. & Beck, A. H. Deep Learning for
Identifying Metastatic Breast Cancer. Preprint at https://arxiv.org/list/q-bio.
QM/new (2016).

15. Litjens, G. et al. Deep learning as a tool for increased accuracy and efficiency
of histopathological diagnosis. Sci. Rep. 6, 26286 (2016).

16. Dietterich, T. G., Lathrop, R. H. & Lozano-Pérez, T. Solving the multiple
instance problem with axis-parallel rectangles. Artif. Intell. 89, 31–71
(1997).

17. Campanella, G. et al. Clinical-grade computational pathology using weakly
supervised deep learning on whole slide images. Nat. Med. 25, 1301–1309
(2019).

18. Courtiol, P. et al. Deep learning-based classification of mesothelioma improves
prediction of patient outcome. Nat. Med. 25, 1519–1525 (2019).

19. Ilse, M., Tomczak, J. M. & Welling, M. Attention-Based Deep Multiple
Instance Learning. In Proc. International Conference on Machine Learning
3376–3391 (2018).

20. DeVries, T. & Taylor, G. W. Improved Regularization of Convolutional
Neural Networks With Cutout. Preprint at https://arxiv.org/list/cs.CV/recent
(2017).

21. Shrivastava, A., Gupta, A. & Girshick, R. Training region-based object
detectors with online hard example mining. in Proc. IEEE Conference on
Computer Vision and Pattern Recognition 761–769 (2016).

NATURE COMMUNICATIONS | https://doi.org/10.1038/s41467-020-19334-3 ARTICLE

NATURE COMMUNICATIONS |         (2020) 11:5727 | https://doi.org/10.1038/s41467-020-19334-3 | www.nature.com/naturecommunications 7

https://portal.gdc.cancer.gov
https://abctb.org.au/abctbNew2/ACCESSPOLICY.pdf
https://github.com/ysbecca/py-wsi
https://github.com/AMLab-Amsterdam/AttentionDeepMIL
https://github.com/AMLab-Amsterdam/AttentionDeepMIL
https://github.com/uoguelph-mlrg/Cutout
https://github.com/uoguelph-mlrg/Cutout
https://arxiv.org/list/q-bio.QM/new
https://arxiv.org/list/q-bio.QM/new
https://arxiv.org/list/cs.CV/recent
www.nature.com/naturecommunications
www.nature.com/naturecommunications


22. Freudenberg, J. A. et al. The role of HER2 in early breast cancer metastasis and
the origins of resistance to HER2-targeted therapies. Exp. Mol. Pathol. 87,
1–11 (2009).

23. Frolik, D., Caduff, R. & Varga, Z. Pleomorphic lobular carcinoma of the
breast: its cell kinetics, expression of oncogenes and tumour suppressor genes
compared with invasive ductal carcinomas and classical infiltrating lobular
carcinomas. Histopathology 39, 503–513 (2001).

24. Vargas, A.-C., Lakhani, S. R. & Simpson, P. T. Pleomorphic lobular carcinoma
of the breast: molecular pathology and clinical impact. Future Oncol. 5,
233–243 (2009).

25. Narendra, S., Jenkins, S. M., Khoor, A. & Nassar, A. Clinical outcome in
pleomorphic lobular carcinoma: a case-control study with comparison to
classic invasive lobular carcinoma. Ann. Diagn. Pathol. 19, 64–69
(2015).

26. Putti, T. C. et al. Estrogen receptor-negative breast carcinomas: a review of
morphology and immunophenotypical analysis. Mod. Pathol. 18, 26–35
(2005).

27. Masood, S. Breast cancer subtypes: morphologic and biologic characterization.
Women’s Health 12, 103–119 (2016).

28. Dunnwald, L. K., Rossing, M. A. & Li, C. I. Hormone receptor status, tumor
characteristics, and prognosis: a prospective cohort of breast cancer patients.
Breast Cancer Res. 9, R6 (2007).

29. Cheng, P. et al. Treatment and survival outcomes of lobular carcinoma in situ
of the breast: a SEER population based study. Oncotarget 8, 103047–103054
(2017).

30. Zafrani, B. et al. Mammographically-detected ductal in situ carcinoma of the
breast analyzed with a new classification. A study of 127 cases: correlation
with estrogen and progesterone receptors, p53 and c-erbB-2 proteins, and
proliferative activity. Semin. Diagn. Pathol. 11, 208–214 (1994).

31. Maaten, Lvander & Hinton, G. Visualizing data using t-SNE. J. Mach. Learn.
Res. 9, 2579–2605 (2008).

32. Kupstas, A. R., Hoskin, T. L., Day, C. N., Habermann, E. B. & Boughey, J. C.
Effect of surgery type on time to adjuvant chemotherapy and impact of delay
on breast cancer survival: a National Cancer Database Analysis. Ann. Surg.
Oncol. 26, 3240–3249 (2019).

33. Colleoni, M. et al. Early start of adjuvant chemotherapy may improve
treatment outcome for premenopausal breast cancer patients with tumors not
expressing estrogen receptors. J. Clin. Orthod. 18, 584–584 (2000).

34. Otsu, N. A threshold selection method from gray-level histograms. IEEE
Trans. Syst. Man Cybern. 9, 62–66 (1979).

35. He, K., Zhang, X., Ren, S. & Sun, J. Deep residual learning for image
recognition. in Proc. IEEE Conference on Computer Vision and Pattern
Recognition 770–778 (2016).

36. Deng, J. et al. Imagenet: a large-scale hierarchical image database. in Proc.
2009 IEEE Conference on Computer Vision and Pattern Recognition 248–255
(IEEE, 2009).

37. Kodinariya, T. M. & Makwana, P. R. Review on determining number
of Cluster in K-Means Clustering. Aquat. Microb. Ecol. 1, 90–95
(2013).

38. DeLong, E. R., DeLong, D. M. & Clarke-Pearson, D. L. Comparing the areas
under two or more correlated receiver operating characteristic curves: a
nonparametric approach. Biometrics 44, 837–845 (1988).

Acknowledgements
Tissues and samples were received from the Australian Breast Cancer Tissue Bank which
is generously supported by the National Health and Medical Research Council of
Australia, The Cancer Institute NSW, and the National Breast Cancer Foundation. The
tissues and samples are made available to researchers on a nonexclusive basis. We thank
the ABCTB for their assistance in working with this data. We thank Oracle Corporation
for providing Oracle Cloud Infrastructure computing resources used in this study. This
research was supported in part by a grant from the Breast Cancer Research Foundation
(BCRF-18-002). We thank Shubhang Desai for research assistance, Melvin Gruesbeck for
help with illustrations, and Vanita Nemali and Audrey Cook for operational support.

Author contributions
N.N., A.M., N.S.K., and D.R. designed and performed the experiments. N.N., A.M., A.E.,
D.R., and D.B.A. analyzed the results. M.F.P. reviewed the whole slide images for qua-
litative analysis. D.B.A and R.S. supervised and managed the project. All authors con-
tributed to preparation of the paper.

Competing interests
The authors declare no competing interests.

Additional information
Supplementary information is available for this paper at https://doi.org/10.1038/s41467-
020-19334-3.

Correspondence and requests for materials should be addressed to N.N.

Peer review information Nature Communications thanks Ron Kimmel and Gil Shamai
and the other, anonymous, reviewer(s) for their contribution to the peer review of this
work. Peer reviewer reports are available.

Reprints and permission information is available at http://www.nature.com/reprints

Publisher’s note Springer Nature remains neutral with regard to jurisdictional claims in
published maps and institutional affiliations.

Open Access This article is licensed under a Creative Commons
Attribution 4.0 International License, which permits use, sharing,

adaptation, distribution and reproduction in any medium or format, as long as you give
appropriate credit to the original author(s) and the source, provide a link to the Creative
Commons license, and indicate if changes were made. The images or other third party
material in this article are included in the article’s Creative Commons license, unless
indicated otherwise in a credit line to the material. If material is not included in the
article’s Creative Commons license and your intended use is not permitted by statutory
regulation or exceeds the permitted use, you will need to obtain permission directly from
the copyright holder. To view a copy of this license, visit http://creativecommons.org/
licenses/by/4.0/.

© The Author(s) 2020

ARTICLE NATURE COMMUNICATIONS | https://doi.org/10.1038/s41467-020-19334-3

8 NATURE COMMUNICATIONS |         (2020) 11:5727 | https://doi.org/10.1038/s41467-020-19334-3 | www.nature.com/naturecommunications

https://doi.org/10.1038/s41467-020-19334-3
https://doi.org/10.1038/s41467-020-19334-3
http://www.nature.com/reprints
http://creativecommons.org/licenses/by/4.0/
http://creativecommons.org/licenses/by/4.0/
www.nature.com/naturecommunications

	Deep learning-enabled breast cancer hormonal receptor status determination from base-level H&E�stains
	Results
	Quantitative evaluation
	Qualitative evaluation

	Discussion
	Methods
	Datasets
	Data preparation
	Model architecture
	Training protocol
	Comparison to baseline methods
	Pathologist review
	Hardware and software
	Statistical methods
	Dataset curation
	Data protection

	Reporting summary
	Data availability
	Code availability
	References
	Acknowledgements
	Author contributions
	Competing interests
	Additional information




