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Mapping bilateral information interests using the
activity of Wikipedia editors
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ABSTRACT We live in a global village where electronic communication has eliminated the

geographical barriers of information exchange. The road is now open to worldwide con-

vergence of information interests, shared values and understanding. Nevertheless, interests

still vary between countries around the world. This raises important questions about what

today’s world map of information interests actually looks like and what factors cause the

barriers of information exchange between countries. To quantitatively construct a world map

of information interests, we devise a scalable statistical model that identifies countries with

similar information interests and measures the countries’ bilateral similarities. From the

similarities we connect countries in a global network and find that countries can be mapped

into 18 clusters with similar information interests. Through regression we find that language

and religion best explain the strength of the bilateral ties and formation of clusters. Our

findings provide a quantitative basis for further studies to better understand the complex

interplay between shared interests and conflict on a global scale. The methodology can also

be extended to track changes over time and capture important trends in global information

exchange.
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Introduction

“We live in a global world” has become a cliché (Kose
and Ozturk, 2014). Historically, the exchange of
goods, money and information was naturally

limited to nearby locations, since globalisation was effectively
blocked by spatial, territorial and cultural barriers (Cairncross,
2001). Today, new technology is overcoming these barriers and
exchange can take place in an increasingly international arena
(Friedman, 2000). Nevertheless, geographical proximity still
seems to be important for the trade of goods (Overman et al.,
2003; Serrano et al., 2007; Fagiolo et al., 2010; Kaluza et al., 2010)
as well as for mobile phone communication (Lambiotte et al.,
2008) and scientific collaboration (Pan et al., 2012). However,
since the Internet allows information to travel more easily and
rapidly than goods, it remains unclear what are the effective
barriers of global information exchange. As information exchange
requires shared interests, we therefore need to better understand
global connections in interest, and the factors that form these
connections.

Although globalisation of information has been discussed
extensively in the research literature (Friedman, 2000; Fischer,
2003; Nye, 2004), currently there is no method to quantitatively
map bilateral information interests from large-scale data.
Without such a method, it becomes difficult to justify qualitative
statements about, for example, the complex interplay between
shared values and conflict on a global scale. We use data mining
and statistical analysis to device a measure of bilateral informa-
tion interests, and use this measure to construct a world map of
information interests.

To study interests on a global scale, we use the free online
encyclopedia Wikipedia, which has evolved into one of the largest
collaborative repositories of information in the history of
mankind (Mesgari et al., 2014). The free online encyclopedia
consists of almost 300 language editions, with English being the
largest one (http://en.wikipedia.org/wiki/Wikipedia:Size_of_Wiki
pedia. This multi-lingual encyclopedia captures a wide spectrum
of information in millions of articles. These articles undergo a
peer-reviewed editing process without a central editing authority.
Instead, articles are written, reviewed and edited by the public.
Each article edit is recorded, along with a time-stamp, and, if the
editor is unregistered, the computer’s IP address. The IP address
makes it possible to connect each edit to a specific location.
Therefore we can use Wikipedia editors as sensors for mapping
information interest to specific countries.

In this paper, we use co-editing of the same Wikipedia article
as a proxy for shared information interests. To find global
connections, we look at how often editors from different
countries co-edit the same articles. To infer connections of
shared interest between countries, we develop a statistical model
and represent significant correlations between countries as links
in a global network. Structural analysis of the network suggests
that interests are polarised by factors related to geographical
proximity, language, religion and historical background. We
quantify the effects of these factors using regression analysis and
find that information exchange indeed is constrained by the
impact of social and economic factors connected to shared
interests.

Methodology
Relating information interests to geographical location. As one
of the largest and most linguistically diverse repositories of
human knowledge, Wikipedia has become the world’s main
platform for archiving factual information (Mesgari et al., 2014).
One important feature of Wikipedia is that every edit made to an
article is recorded. Thanks to this detailed data, Wikipedia

provides a unique platform for studying different aspects of
information processes, for example, semantic relatedness of topics
(Auer and Lehmann, 2007; Radinsky et al., 2011), collaboration
(Kimmons, 2011; Keegan et al., 2012; Török et al., 2013), social
roles of editors (Welser et al., 2011) and the geographical loca-
tions of Wikipedia editors (Lieberman and Lin, 2009).

In this work, we used data from Wikipedia dumps (http://
dumps.wikimedia.org/enwiki/) to select a random sample from
the English Wikipedia edition, which is the largest and most
widespread language edition. In total, the English edition has
around 10 million articles, including redirects and duplicates.
Since retrieving the editing histories of all articles is computa-
tionally demanding, we randomly sampled more than 6 million
articles from this set. For each English article, we retrieved the
complete editing history of the same article in all language
editions that the English Wikipedia page links to. Finally we
merged all language editions together to create a global editing
history for each article. For each edit, the editing history includes
the text of the edit, its time-stamp and, for unregistered editors,
the IP address of the editor’s computer. From the IP address
associated with the edit, we retrieved the geolocation of the
corresponding editor using an IP database (http://www.ip2loca
tion.com/). For the purpose of spatial analysis, we limited the
analysis to edits from unregistered editors, because data on the
location for most of the registered Wikipedia editors are
unavailable. The resulting dataset contains more than 6 million
(6,285,753) Wikipedia articles and about 140 million edits in
total. We use these edits to create interest profiles for countries.

Inferring shared interests from edit co-occurrence. We identify
the interest profile of a country by aggregating the edits of all
Wikipedia editors whose IPs are recorded in the country. If an
article is co-edited by editors located in different countries, we say
that the countries share a common interest in the information of
the article. In other words, we connect countries if their editors
co-edit the same articles. Indirectly, we let individuals who edit
Wikipedia represent the population of their country. While
Wikipedia editors in a country certainly do not represent a sta-
tistically unbiased sample, there is a higher tendency that they
edit contents that are related to the country in which they live
(Hecht and Gergle, 2010b). Therefore, we approximate the
interest profile of a country with collective editing behaviour of
editors in that country.

Inferring the location of all editors on the country level is non-
trivial. Although we have data on all edits, we do not know the
location of registered editors because their IPs are not recorded.
One proposed approach to tackle this problem makes use of
circadian rhythms of editing activity to infer the location of the
editors (Yasseri et al., 2012). This method approximates the
longitude of a location but provides little information about its
latitude. Therefore, we must limit the analysis to the activity of
unregistered editors with recorded IP addresses. This will arguably
affect the results. Not only do registered editors contribute to 70%
of all 140 million edits, they also have somewhat different
behaviour. For example, many of the most active registered users
take on administrative functions, develop career paths or specialise
in covering selected topics (Arazy et al., 2015). On the other hand,
some unregistered editors are involved in vandalism, but often
their activity nevertheless indicates their interest.1 While we can
only speculate about how including registered editors would affect
the results, unregistered editors can nevertheless provide useful
information about shared interests between countries.

From the co-editing data, we create a network that represents
countries as nodes and shared interests as links. The naive
approach is to use the raw counts of co-edits between countries
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as weighted links. The problem with this approach is that it is
biased towards the number of editors in each country. Some
countries may be strongly connected, not because of evident
shared interests but merely as a result of a large community of
active Wikipedia editors. To address this problem, we propose a
statistical validation method that filters out connections that
could exist only due to size effects or noise. The filtering method
assumes a multinomial distribution and determines the expected
number of co-occurring edits from the empirical data. In other
words, we infer significant links in a bipartite system in which
countries are in one set and articles are in the other set. There are
other existing methods to evaluate the significant correlation
between entities in bipartite systems. For example, Zweig and
Kaufmann (2011) proposed a systematic approach to one-mode
projections of bipartite graphs for different motifs. In another
work, Tumminello et al. (2011) used the hypergeometric
distribution and measured the P-value for each subset of the
bipartite network. Moreover, Lancichinetti et al. (2015) proposed
a community detection method to classify topics to articles more
efficiently, and Serrano et al. (2009) used a disparity filtering
method to infer significant weights in networks. Finally, Ronen
et al. (2014) adopted a statistical approach to determine
significant links between languages in various written documents.
However, the model that we use has the advantages that it makes
it easy to account for size variation inside an article and to
compute the z-scores for analysing the country-based editor
activity.

Interest model. In this section we outline the formalisation of the
model. We link countries based on their co-occurring edits over
all Wikipedia articles. For a specific article a, we calculate the link
weight between all pairs of countries that edited the article, as
follows: if editors in country i have edited an article kia times, and
editors in country j have edited the same article kja times, then the
countries’ empirical link weight, wij

a, is calculated as:

wa
ij ¼ kai k

a
j ð1Þ

Since the total number of articles is over 6 million, most
country pairs have co-edited at least one article. Therefore, the
aggregation of all articles results in numerous links between
countries, and the countries with relatively large editing activities
become highly central. Accordingly, we cannot know if the link
exists by chance, or because countries actually tend to edit the
same articles more frequently than expected. To determine which
links are statistically significant, we compare the empirically
observed link weights with the weight given by a null model. In
the null model, we assume that each edit comes from a country
randomly picked proportionally to its total number of edits. More
specifically, the random assignments are performed by drawing
the countries from a multinomial distribution. That is, for each
edit, country i is selected proportional to its cumulative editing
activity, pi ¼

P
ak

a
i =M, where M is the total number of edits for

all articles. Note that each edit is sampled independently from all
other edits, and that the cumulative edit activity of a country in
the null model on average will be the same as the observed one.
This null model preserves the average level of activity of the
countries, but randomises the temporal order and the articles that
countries edit. Figure 1 shows an example of this reshuffling
scheme with four articles.

From the null model, we can analytically compute the expected
probability, μija, that two countries i and j edit the same article a
(detailed derivation in the Supplementary Information S1):

maij ¼ naðna � 1Þpipj ð2Þ
where na is the total number of edits in article a.

To compare the empirical and expected link values, we
compute standardised values, so called z-scores. For countries i
and j and article a, the z-score zija is defined as

zaij ¼
wa
ij � maij
saij

ð3Þ

where the standard deviation σij
a, is computed in the

Supplementary Information S1.
The z-scores are useful for comparisons of weights, since they

account for the large variations that exist in the articles’ edit
histories. We then sum over all articles to find the cumulative z-
score for countries i and j

zij ¼
X
a

wa
ij � maij
saij

ð4Þ

Using the Bonferroni correction, we consider a link to be
significant if the probability of observing the total z-score is
less than 0.05/N, where N is the number of countries. Since the
total z-score is a sum over many independent variables, we can
approximate the expected total z-score distribution with a normal
distribution. The normal distribution has average value 0 and
standard deviation

ffiffiffi
L

p
, where L is the number of Wikipedia articles.

Thus, the threshold for the significant link weight is t¼ 3:52
ffiffiffi
L

p
,

where 3.52 is derived from the condition that P(z43.52) = 0.05/N,
where N = 234 countries and P is the standard Gaussian
distribution (with zero average and unit variance). If the total
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Figure 1 | Illustration of the interest model.
Notes: The left panel shows the time-ordered edit sequence of four
Wikipedia articles, with edits coming from different countries
represented as coloured pins. Note that pins represent country edits, and
therefore they can be repeated. The resulting empirical network,
calculated by multiplying raw co-edits counts, is at the bottom. In the
right panel, we illustrate the null model with the same four articles, and
the resulting network at the bottom. In the null model, the average
editing activity of the countries is preserved, but the order of the edits is
reshuffled within and across articles. As a result of the filtering, some
links are removed in the interest model.
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z-score is larger than the threshold, we create a link between
countries i and j with weight w

B
ij according to

w
B

ij ¼ zij � t if zij 4t
0 if zij pt

�
ð5Þ

In summary, the interest model maintains the average level of
activity of the countries and randomises the articles that they edit.
By comparing results from the interests model and empirical
values, we can identify significant links between countries.

Clustering countries with similar interests. To investigate the
effective barriers of global information exchange, we first identify
large-scale structures among the thousands of links between
countries. In this way, we can highlight the groups of countries
that share interest in the same information. To reveal such groups
among the pairwise connections, we use a network community
detection method based on random walks as a proxy for interest
flows. While the community-detection method we use is good at
breaking chains of links, we may connect some countries pri-
marily based on strong connections with common countries and
not between themselves. Nevertheless, simplifying and high-
lighting important structures provide a valuable map to investi-
gate the large-scale structure of global information exchange.

In our clustering approach, we first build a network of
countries connected with the significant links we find in our
filtering. To identify groups of countries, we envision an editor
game in which editors from different countries are active in
sequence. In this relay race, a country exchanges information to
another country proportional to the weight of the link between
the countries. Accordingly, the sequence of countries forms a
random walk and certain sets of countries with strong internal
connections will be visited for a relatively long time. This process

is analog to the community-detection method known as the map
equation (Rosvall and Bergstrom, 2008; Rosvall et al., 2009). Here
we use the map equation’s associated search algorithm Infomap
(Edler and Rosvall, 2015) to identify the groups of countries we
are looking for and to reveal the large-scale structure.

Results and discussion
We will discuss the results at four levels of detail, from the big
picture to the detailed dynamics, and highlight different potential
mechanisms for barriers of information exchange. First, we will
show a global map of countries with shared information interests,
and continue with the interconnections between the clusters.
Then we will consider each cluster separately and examine the
interconnections between countries within the clusters. Finally,
we will apply multiple regression analysis to examine explanatory
variables to the highways and barriers of information exchange.

The world map of information interests. The world map of
information interests suggests that cultural and geopolitical fea-
tures can explain the division of countries. Between the 234
countries, we identified 2,847 significant links that together form
a network of article co-edits. By clustering the network, we
identified 18 clusters of strongly connected countries (see
Supplementary Table for a detailed list of countries in each
cluster). The resulting network is illustrated as a map in Fig. 2,
where countries of the same cluster share the same colour. The
map suggests that the division of countries can be explained by a
combination of cultural and geopolitical features. For example,
the United States and Canada share a long geographical border
and extensive mutual trade, and are clustered together despite the
fact that other English-speaking countries are not. Moreover,
religion is a plausible driver for the formation of the cluster of

Figure 2 | World map of information interests.

Notes: Countries that belong to the same cluster have the same colour. Countries coloured with gray do not belong to any cluster. The map suggests
that the division of countries can be explained by a combination of cultural and geopolitical features.
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countries in the Middle East and North Africa, as well as the
cluster of Russia and the Orthodox Eastern-European countries
(Gupta et al., 2002). Another factor in the formation of shared
information interests is language. For example, countries in
Central and South America are divided into two clusters with
Portuguese and Spanish as common languages in each cluster,
respectively. Colonial history can also shape similarity in inter-
ests, as in the cluster of Portugal, Angola and Brazil, as well as the
cluster of former Soviet Union countries (Hensel, 2009). Overall,
there is strong empirical evidence that geographical proximity,
common religion, shared language and colonial history can
explain the division of countries.

To examine the connections between clusters, we looked at the
network structure at the cluster level. The network in Fig. 3 shows
the connections between the clusters of countries illustrated in
Fig. 2 with the same colour coding. Connections tend to be
stronger between clusters of geographically proximate countries
also at this level. Interestingly, the Middle East cluster in
turquoise has the largest link strengths to other clusters, forming
a hub that connects East and West, North and South. Interpreting
the strong connections as potential highways for information
exchange, the Middle East is not only a melting pot of ideas, but
also plays an important role in the spread of information.

To get better insights into how the clusters are shaped, we
zoomed into the country networks within clusters. In the upper
left corner of Fig. 3, we show the strongest connections within the
Central European cluster. It suggests that countries are linked
based on the overlap of the official languages (Hale, 2014). For
example, Belgium has three official languages, Dutch, French
and German. Indeed, Belgium is connected closely with the

Netherlands, France and Luxembourg. We observed the same
pattern in other clusters, and the triad of Switzerland, Germany
and Austria is another example of strongly linked countries with a
shared language.

Just to illustrate what interests can form the bilateral
connections, we looked at a number of concrete examples. First,
we ranked the articles according to their significant z-scores for
each pair of countries. Then we looked at the top-ranked articles
and here report the results for two European country pairs:
Germany—Austria in the European cluster and Sweden—Norway
in the Scandinavian cluster. The articles with the most significant
co-edits relate to local and regional interests, including sports,
media, music and places (see Supplementary Table). For example,
the top-ranked articles in the Germany—Austria list include an
Austrian singer who is also popular in Germany, and an Austrian
football player who is playing in the German league. The top-
ranked articles in the Sweden–Norway list shows a similar pattern
of locally related topics, for example, a host of a popular TV show
simultaneously aired in Sweden and Norway, a Swedish football
manager who has been successful both in Sweden and Norway, and
a music genre that is nearly exclusive to Scandinavian countries.
Altogether, the top articles suggest that an important factor for co-
editing is related interests, which in turn may be an effect of shared
language, religion, or colonial history, as well as geographical
proximity or large volume of trade between countries.

Regression analysis of the highways and barriers of informa-
tion exchange. To quantify the impact of social and economic
factors behind the shared interests, we performed a Multiple

Austria

GermanyBelgium

Netherlands

SwitzerlandFrance

Luxembourg

Monaco

Liechtenstein

Figure 3 | World network of information interests.

Notes: The size of the nodes represents the total z-score of the clusters. The links represent connections between clusters obtained from the cluster
analysis with Infomap, the thicker the line, the stronger the connection. Clusters are coloured in the same way as in Fig. 2. The upper left corner shows
the most significant connections between countries in the Central European cluster.
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Regression Quadratic Assignment Procedure (MRQAP) analy-
sis. This method is specifically suited when there are collinearity
and autocorrelation in the data (Krackhardt, 1988; Dekker
et al., 2007). We performed the MRQAP using the netlm
function in the sna R package (Butts, 2008). The dependent
variables in the regression model were the significant z-scores
that we obtained from the data. Our independent variables were
geographical proximity, trade (Subramanian and Wei, 2007),
colonial ties,2 shared language3 and shared religion,4 as
suggested by the analysis of the map of information interests
(see the Supplementary Information S2 for a more detailed
description of the data).

All independent variables show significant correlation with the
data (see Table 1). To observe the variation between different
independent matrices, we examined them in different models.
In model R0, we examined the influence of shared language,
which explains 13% of our observation. In model R1, we added
shared religion, which increases the power of the model to 19%.
In model R2, we included the geographical proximity. It slightly
increases the R2 and has negative relation to the observed
z-scores, since short distance corresponds to high proximity.
In models R3 and R4, respectively, we added colonial ties and
trade. Including all these explanatory variables into the regression
model enabled us to increase the explanatory power of the model
to 22%. The correlation of each variable with the observed
z-scores can be inferred from the t-statistic. Shared language
shows the strongest association, followed by shared religion,
geographical proximity, colonial ties, and volume of trade
(see Table 1).

The influence of language on shared interests is not surprising.
It is well known that interests are formed by cultural expression
and public opinion, and language is an important platform for
these expressions (Usunier and Lee, 2005). That the relation
between language and interests is important has also been
demonstrated by the surprisingly small overlap between
languages in Wikipedia (Hecht and Gergle, 2010a; Callahan and
Herring, 2011) and the variation in the editing of controversial
topics (Yasseri et al., 2014).

Moreover, the influence of religion is in line with the
Huntington’s thesis that the source of division between people
in the post-Cold War period is primarily rooted in cultural
differences and religion (Huntington, 1997). Similar results were
found in other studies that analysed Twitter and email
communication worldwide (State et al., 2015).

Overall, the analysis reveals that information exchange is
constrained by the impact of social and economic factors
connected to shared interests. In other words, globalisation of
the technology does not bring globalisation of the information
and interests. Language, religion, geographical proximity, historic

background and trade are potential driving factors to polarise the
information interests. These results coincide with earlier works
that highlight the impact of the colonisation, immigration,
economics, and politics on the cultural similarities and diversities
(Tägil, 1995; Feldman-Bianco, 2001; Risse, 2001; Bleich, 2005;
Castells, 2011; Gelfand et al., 2011; Hennemann et al., 2012).

Conclusions
By simplifying and highlighting the important structure in the
myriad edits of Wikipedia, we provide a world map of shared
information interests. We find that information interests despite
globalisation are diverse, and that the highways and barriers of
information exchange are formed by social and economic factors
connected to shared interests. In descending order, we find that
language, religion, geographical proximity, historic background
and trade explain the diversity of interests. While technological
advances in principle have made it possible to communicate with
anyone in the world, these social and economic factors limit
us from doing so and information interests remain diverse.
Questions remain how different social and economic factors
affect different regions, how they relate to conflicts on a global
scale, and how the impact of these factors changes over time.
It would therefore be interesting to extend the methodology to
track changes over time.

Notes
1 See Wikipedia’s policy and fight against vandalism here: https://en.wikipedia.org/wiki/
Vandalism_on_Wikipedia.

2 We used ICOW Colonial History Data Set, version 1.0. available on http://www.
paulhensel.org/icowcol.html.

3 We used Ethnologue available on http://www.ethnologue.com/.
4 We used the World Religion Database available on http://www.worldreligiondatabase.
org/.
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