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INTRODUCTION
Rare and de novo genetic variants are a major cause of 
Mendelian disorders. As the average age of first-time parents 
continues to increase, the burden of rare variants in the pop-
ulation and the incidence of rare Mendelian diseases caused 
by de novo variants is also expected to increase.1 Of the rare 
Mendelian diseases that have already been described, approxi-
mately half have yet to be linked to a causal gene (idiopathic 
diseases).2 Estimates of the total number of rare Mendelian 
diseases based on the number of known disease-causing and 
essential genes have resulted in predictions of between 7,000 
and 15,000 total rare Mendelian diseases, suggesting many have 
yet to be described.3

High-throughput genome sequencing has provided a power-
ful tool for the identification of genetic mutations underlying 
rare Mendelian diseases.4–7 The general approach to providing a 
genetic diagnosis for idiopathic diseases involves a combination 
of classic genetic analysis, various variant filters, and literature-
backed assessments of the likely functional consequences of 
individual genetic variants.8,9 This combination of techniques, 
typically applied to a nuclear family, or trio, can result in tens to 
hundreds of candidate variants that may underlie a rare disease, 
depending on the segregation pattern of the disease through the 
trio and the stringency of applied filters. For diseases that do not 
fit a previously described indication of a known disease because 
of the well-known phenotypic heterogeneity underlying rare 

Mendelian diseases,10 confident prioritization and discovery of 
novel disease-causative variants can be problematic. Although 
any gene–disease association should ultimately be confirmed by 
segregation in multiple families and/or occurrence in multiple 
unrelated individuals with the same phenotype,11 for extremely 
rare and/or heterogeneous phenotypes, prioritizing candidate 
variants in single families based on symptoms or related dis-
eases is useful to guide functional validation efforts. Although 
some tools exist for prioritizing variants in known disease-
causing genes based on phenotype or other information,12,13 few 
exist for the identification of novel gene–disease relationships 
(see Discussion). Toward this end, we propose an approach 
that merges classic genetic analysis with a genetic network–
based prioritization approach for the identification of novel 
disease-causative genes. In addition, we describe an extension 
of this approach driven directly by the symptoms exhibited by 
an individual with disease. We term this approach “phenotype-
informed network ranking,” or “PIN rank.” 

MATERIALS AND METHODS
Test genomes
Twenty-two trios were collected to simulate disease gene iden-
tification in a family-based genome sequencing setting. Whole 
exomes for 12 of the trios were obtained from the 1000 Genomes 
Project,14 and the remainder were obtained through the Scripps 
Translational Science Institute Idiopathic Diseases of Man 
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protocol (IDIOM trios; Supplementary Table  S1 online). 
Written informed consent was acquired from all adult mem-
bers of the IDIOM trios according to the protocol approved by 
the Scripps Health institutional review board.

Sequencing and variant calling for the 1000 Genomes trios 
was performed by Complete Genomics (ftp://ftp.1000genomes.
ebi.ac.uk/)  using version 2.2.0.19 of its variant-calling pipe-
line.15 For the IDIOM trios, genomic DNA was collected from 
whole-blood samples using the QIAamp system (Qiagen, 
Valencia, CA). Enriched exome libraries were prepared using 
the Agilent Sureselect XT kit (Agilent, Santa Clara, CA). Whole-
exome sequences were obtained at Scripps Translational Science 
Institute on the Illumina HiSeq2000 platform with a 100-bp, 
indexed, paired-end sequencing run (TruSeq SBS Kit v3 200 
cycle (Illumina, San Diego, CA)). A mean coverage of between 
79× and 119× was achieved per individual, with 93–95% of the 
target exome covered by more than 10 reads in all individuals. 
Sequence alignment and variant calling were performed against 
the reference human genome (National Center for Biotechnology 
Information 37/hg 19), and variant calling was done using a best-
practices BWA-GATK Unified Genotyper pipeline.16–18

Test genome filtering
Variants in each trio were filtered under the assumption that 
the disease segregated in each family as a simple Mendelian 
trait, that is, it results from a de novo dominant mutation or 
is inherited in a simple recessive or compound heterozygous 
manner. Specifically, all the variants were first run through 
the SG-ADVISER pipeline (https://genomics.scripps.edu/
ADVISER/). We then filtered the results to retain all the vari-
ants affecting protein coding (nonsynonymous, in-frame, 
frameshift, and nonsense variants) and/or splicing in the 
University of California–Santa Cruz Known Genes table and 
that had less than 1% allele frequency in each reference popula-
tion (HapMap,19 1000 Genomes,14 National Heart, Lung, and 
Blood Institute,20 or Wellderly21,22 cohorts), and which segre-
gated in the family under the assumption of unaffected parents 
and an affected proband—the most common scenario encoun-
tered in our IDIOM cases. For de novo variants, we further 
filtered variants to retain only those present at less than 0.1% 
allele frequency to remove false de novo calls caused by variant-
calling errors. The filtering resulted in a set of genes affected by 
rare genetic variants, and this set was used as candidate disease-
causative genes for our simulations described below.

Implanted disease-causative variants
The Human Gene Mutation Database (version 2013.3) was 
downloaded and used to build our test set of disease-causative 
genes (implanted genes) and to select the seeds, that is, the genes 
associated with the symptoms of a diseased individual, for the 
network-based ranking algorithm. Human Gene Mutation 
Database variants were run through the SG-ADVISER pipe-
line and filtered to remove potential false-positive entries; vari-
ants with a frequency <1% in the HapMap, 1000 Genomes, 
and National Heart, Lung, and Blood Institute exomes and 

Wellderly data were retained. Of the remaining variants, a test 
set was constructed from disease-causative variants mapped 
to genes that had not been associated with any disease before 
2011. The set of seed genes consisted of all genes that had been 
associated with the diseases represented in the test set before 
2011. As described below, our genetic network is derived from 
data available before 2011—this temporal separation is crucial 
to accurately replicating the discovery of novel gene–disease 
relationships.

Phenotype informed ranking
PIN-rank operates by ranking candidate disease–causing genes 
based on the fold change in their basic PageRank23 versus 
the phenotype-informed personalized PageRank24,25 within a 
genetic network. Both of these ranks are obtained by iterating 
the function ( R AR Ti i+ = + −1 1α α( ) ) for different values of α 
and T until convergence.

Assuming the total number of genes in the network is n, A is 
a weighted directed adjacency matrix of dimension (n,n) con-
taining the information regarding how genes are linked in the 
genetic network, T is a teleportation matrix of dimension (n,1) 
containing the probabilities of randomly teleporting to each 
gene in the genetic network, α is an adjustable factor denot-
ing how often one moves along the links within the adjacency 
matrix versus teleporting to genes within the genetic network, 
and Ri is a matrix of the PageRanks of dimension (n,1), or the 
equilibrium probability that one will arrive at each gene by fol-
lowing the links within the adjacency matrix or teleporting. The 
final value of R (Ri) is arrived at by initializing R with equal 
probabilities for all genes and solving by the power method, 
or iterating the above calculation until R stabilizes (Ri+1 − Ri < 
1 × 10−8).

Genetic network
The values within the adjacency matrix A (n = 17,369 genes for 
our simulations) were derived from the probability with which 
each gene is connected to another in the StringDB version 8.3 
database.26 StringDB integrates genomic context, known pro-
tein–protein interactions, coexpression, and literature mining 
to derive these probabilities. Version 8.3 was chosen so that 
information gathered after 2011—that is, after the discovery 
of our test disease genes—was not contained within the net-
work. For PIN-rank, we created three separate adjacency matri-
ces: one with unscaled StringDB probabilities and two with 
StringDB probabilities scaled to the second or third power. The 
latter two adjacency matrices down-weight the low-probability 
links. Path lengths within this network were calculated using 
the iGraph library (version 0.6.5) (ref. 27) implementation of 
Dijkstra’s algorithm, in which connection lengths were defined 
as the inverse of the weight of the connection between the genes.

Basic and personalized PageRank calculations
For basic PageRank, α is set at 0.99 and T is set at equal proba-
bilities for every gene, effectively removing any effect of telepor-
tation on the ranks of genes within the network while allowing 
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R to stabilize in the face of dangling nodes or other factors 
known to disrupt R stabilization via the power method. For the 
phenotype-informed personalized PageRank, T is set so that 
teleportation results in equal probabilities of landing at one of 
the disease-specific seed genes and zero probability of teleport-
ing to any other genes within the genetic network. PageRank 
evaluation of a network can be thought of as a random walk 
from one node to another, and the number of times one lands 
on a specific node decides its final PageRank. Teleportation 
introduces a random jump from a node to an unconnected 
node. By limiting teleportation to seed genes, we effectively 
increase the rank of all seed genes and all genes within the net-
work neighborhood of seed genes. The α value for this calcula-
tion was optimized using a heuristic approach, and 0.95 was 
found to perform best; however, results were stable across most 
α values (see Supplementary Text online).

Personalized PageRank is calculated with each of the three 
different A matrices and divided by the corresponding basic 
PageRanks to obtain a score, or a fold change in the basic versus 
personalized PageRank score. This division step is required to 
suppress the effect of highly connected hub genes that would 
otherwise almost always get a high rank. The filtered genes to 
be ranked then are sorted from high to low scores and ranked 
accordingly. The final rank for any gene is the lowest (best) rank 
it obtains among the set of its three ranks, that is, one for each 
scale of A.

This ranking methodology effectively integrates seed gene 
information from multiple sources and places some emphasis 
on local hub genes versus less-well-connected genes because 
the ranks depend not only on the distance between nodes but 
also on the importance of each node and its interacting part-
ners within the network at large.

Symptom ranking case
Although our test cases had a set of defined genes used as seeds 
to identify a novel gene–disease relationship, in a real-world 
scenario the most closely related disease may not be obvious. In 
this case we propose that seed genes can be based on the symp-
toms of the individual. To simulate this, a recently solved idio-
pathic disease from the IDIOM trial at the Scripps Translational 
Science Institute was used as an example. The proband, referred 
to as ID1, was a 14-year-old girl of European ancestry at the 
time of enrollment. ID1 initially presented with hypotonia, 
weakness, and abnormal involuntary movements. She had 
delayed development and showed paroxysmal movement of 
limbs, which was enhanced at night.9

A set of ID1’s symptoms was compiled using the physician’s 
summary. The publicly available online tool Phenomizer (http://
compbio.charite.de/phenomizer/)28,29 was then used to identify 
a list of potential diseases associated with her symptoms. The 
causative genes underlying diseases identified by Phenomizer 
were used as seeds in the PIN-rank teleportation matrix, where 
the weight of each gene corresponds to the −log(P value) of the 
disease-to-symptoms association. These values are normalized 
so that teleportation probabilities sum to 1.0. Finally, candidate 

causative genes identified in the ID1 trio analysis were ranked 
using the PIN-rank method utilizing these symptom-derived 
seeds.

RESULTS
Overall ranking results
Twenty-two test trios were implanted with 93 test disease-
causative genes (Supplementary Table S2 online), for a total 
of 2,046 simulated family-based disease–gene identification 
test cases. Each simulated test case was filtered to produce a set 
of candidate disease-causative genes, as described in Materials 
and Methods. Each test case resulted in between 4 and 27 
candidate disease-causative genes (Supplementary Table S1 
online). These, along with the implanted gene. were ranked 
with PIN-rank, using seeds (Supplementary Table S2 online) 
for the disease corresponding to the implanted gene to build 
the teleportation matrix (described in Materials and Methods). 
The implanted gene was the top-ranked gene in 34.07% of all 
cases and was present in the top three ranked genes in 55.43% 
of cases when ranked via PIN-rank, compared with 6.62 and 
19.85% by random chance (permutation analysis) (Figure 1a). 
Thus PIN-rank produced a much greater proportion of suc-
cesses than expected by random ranking (P < 1 × 10−6, Mann–
Whitney U test).

To confirm that the success in ranking stems from the use of 
appropriate seed genes rather than some other general charac-
teristic of the disease-causing genes, we selected all test gene–
disease associations and randomly swapped the set of seed genes 
used to rank each test gene–disease association. Each test gene–
disease association was then ranked with the seeds from all 
other test gene–disease associations. Only 9.10% of all test gene– 
disease association rerankings achieved rank 1, and 27.41% of all 
test gene–disease association rerankings scored within the top 
three ranks (Figure 1a). This performance is superior to random 
ranking but inferior to ranking based on exactly matched seeds, 
confirming that the methodology and selection of appropriate 
seed genes, rather than some general characteristic of disease-
causing genes, drives the performance of our ranking algorithm. 
The observed improvement in ranking with swapped seed genes 
versus completely random ranking likely occurred because our 
implanted genes belong to similar diseases. To test this hypoth-
esis, we compared the performance of PIN-rank when swapping 
seed genes within or across diseases classes (Supplementary 
Table S3 online). When using similar diseases, the implanted 
gene was the top-ranked gene in 14.38% of all cases and was 
present in the top three ranked genes in 37.19%, compared with 
7.27 and 24.04% when ranking with diseases from alternative 
disease classes (Figure 1b). The improved performance relative 
to random ranking (P < 1 × 10−6, Mann–Whitney U test) sug-
gests that similar diseases identified by symptom matching 
would be effective for disease gene identification.

Network characteristics by rank
Next, we investigated whether network characteristics influ-
enced the performance of our ranking methodology. First, we 
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determined whether disease–gene connectivity, measured as 
degree and betweenness centrality, was correlated with ranking 
performance. Disease–gene degree centrality (P = 0.032; r2 = 
0.049) had significant but very low correlation, whereas disease–
gene betweenness centrality (P = 0.158; r2 = 0.022) was not sig-
nificantly correlated with PIN ranking across the 22 genomes. 
As expected, our methodology requires some minimal level of 
connectivity information for the disease gene, but the lack of 
any substantial correlation with gene connectivity suggests no 
major bias for the detection of hublike disease genes. This abil-
ity to detect non-hublike disease genes is important given that a 
subset of nonessential disease genes show no tendency to act as 
hubs in genetic networks.30

A common method to identify novel disease-causative genes 
is to simply prioritize candidate genes closely connected to 
known disease-causative genes. Therefore, we performed a series 
of comparisons to demonstrate the superiority of PIN-rank 
versus a shortest path–based approach to ranking implanted 
disease-causative genes (CG). As shown in Figure 1a, overall 

PIN-rank achieved superior results as compared with shortest 
path–based ranking (P < 1 × 10−6, Mann–Whitney U test). The 
CG achieved an equivalent or superior rank using the PIN-
rank approach as compared with the shortest-path approach in 
81.13% of cases.

To explore the nature of this performance advantage in more 
detail, we introduce a metric denoted as number of paths. This 
metric represents the number of seed genes required so that the 
sum of the shortest paths between the seed genes to the CG is 
less than the sum of the same number of shortest paths between 
the most highly ranked noncausal candidate gene and its clos-
est seeds. For example, if the CG is the closest candidate gene 
to any seed gene, then the number of paths metric is equal to 
1. If the noncausal candidate gene is the closest candidate gene 
to a seed gene, then we determine whether the sum of the path 
lengths between the CG and its two closest seed genes is less 
than the sum of paths from the noncausal candidate gene to its 
two closest seed genes; if so, the number of paths metric is equal 
to 2. This process is continued until all seed genes are exhausted.

Figure 1  Comparison of PIN-rank performance using disease-matched 
seeds. The cumulative percentage of candidate genes achieving each 
rank threshold after ranking (x-axis) plotted for different cases. (a) Graph 
showing PIN-rank with disease-matched seed genes (solid line); PIN-rank 
with alternative disease seed genes (dotted and dashed line); random ranks 
(dotted line); and ranking based on path lengths (dashed line). (b) Graph 
showing PIN-rank with disease-matched seed genes (solid line); PIN-rank with 
alternative seed genes from the different disease class (dashed line); PIN-rank 
with alternative seed genes from the same disease class (dotted and dashed 
line); and random ranking (dotted line). PIN, phenotype informed network.
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Using this metric, we evaluated the performance of the 
PIN-rank method as compared with the shortest path rank-
ing approach for CGs at different numbers of path values. 
We observed that the superior performance of PIN-rank was 
achieved across a range of numbers of path distances between 
the seed genes and CG (Figure 2a). That is, the overall per-
formance of the PIN-rank method is superior regardless of 
whether the CG is closest to seeds.

Moreover, although overall performance tends to deteriorate 
as the distance from the CG to the seed genes increases, the 
method continues to successfully identify the CG across a range 
of path length distances. To demonstrate this, we plotted the 

frequency of successes across different numbers of paths, where 
success is defined as when the CG is the top-ranked gene. As 
shown in Figure 2b, in about 20% of successful cases the CG 
was identifiable not just because it was the closest candidate 
gene to a seed gene. That is to say, in 20% of our successes, 
the identification of the novel disease-causative gene required 
the synergistic contribution of multiple seed genes in order to 
be correctly identified. Moreover, in ~43% of these successes, 
after considering all seed genes, the CG was never the closest 
candidate gene to any subset of seed genes. In these cases the 
nature of the connectivity of the CG to the seed genes played an 
important role in causing the CG to be highly ranked.

Figure 3 Network view of candidate genes and top seed genes. The network of candidate genes and a few of the top symptom-derived genes (seeds) 
used for the ranking: dark green indicates candidate disease-causative genes; light green indicates ADCY5; light red represents seed genes; and yellow indicates 
other closely connected genes. As evident, ADCY5 is connected directly to two seed genes. Although other candidate genes have similar direct connections, 
ADCY5 has a more central position among two larger clusters of interconnected seed genes, resulting in it obtaining the top rank.

bK250D10.8
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Thus the successful identification of disease genes via the 
PIN-rank method is superior to the trivial exercise of connect-
ing candidate genes to seed genes known to cause similar (or 
the same) diseases. Similarly, nearly all genes in the network 
are two steps away from a seed gene, yet our method is often 
able to accurately distinguish between the true CG and other 
nearby noncausal candidate genes. These successes are due to 
the integration of information emanating from multiple seeds 
and the nature of the connectivity from seeds to CGs. The 
observation that multiple seed genes contribute to the accurate 
identification of the correct disease-causative gene, coupled 
with the observation that ranking with seed genes of a differ-
ent yet related disease leads to the superior ranking relative 
to random chance, led us to propose that selecting seed genes 
based purely on the symptoms of an affected case, rather than 
the somewhat subjective selection of a related disease, may be 
an effective means of prioritizing disease-causative genes in the 
case of previously undescribed diseases.

Symptom ranking example
The initial filtering of ID1’s genome resulted in 16 possible caus-
ative genes (Supplementary Table S4 online). The Phenomizer 
output using symptoms compiled from the physician’s summary 
(Supplementary Table S4 online) had a total of 7,449 diseases 
with 2,887 total associated genes, of which ~2,300 had a nonzero 
P value, all of which were used as weighted seeds in the rank-
ing. The top 100 diseases and corresponding genes are presented 
in Supplementary Table S5 online, with ADCY5, the known 
causative gene for this condition,9 removed. PIN-rank correctly 
identified the disease-causative gene as ADCY5, ranking it first 
among the 16 possible genes. Figure 3 displays the relationship 
between the top few symptom-derived seed genes and candi-
date causative genes. Although ADCY5 is connected directly to 
two seed genes, other candidate genes were similarly connected 
or, in the case of TGFB2, connected to a larger number of seed 
genes. Yet the nature of the connection between ADCY5 and the 
seed genes, especially its central position among two larger clus-
ters of interconnected seed genes, resulted in a superior rank-
ing. This reinforces our earlier conjecture that more distant seed 
genes play an important role in the ranking of candidate genes 
and that the PIN-rank approach effectively utilizes these more 
distal and synergistic gene relationships.

DISCUSSION
It is well known that similar diseases are mediated by genes that 
are neighbors to one other within a genetic network30 and that 
similar diseases can be identified through phenotypic simi-
larity.28 Thus, it makes intuitive sense that novel gene–disease 
relationships can be identified by cross-correlating genetic and 
phenotypic data. A number of systems for prioritizing dis-
ease genes in other contexts, using a systems biology–based 
approach, have been described.12,13,31,32 In this article we present 
one such approach to this problem and demonstrate its success 
by strictly benchmarking performance through temporal sepa-
ration of the information being predicted from the information 

used to make the prediction. This is a key and often overlooked 
component of any realistic performance evaluation.

PHEVOR,31 a similar method, uses functional ontologies 
rather than genetic networks. Although certainly useful for 
the phenotype-driven identification of known gene–disease 
relationships, how well this method would perform on novel 
gene–disease relationships is not clear. Although the authors 
attempted to simulate this scenario by removing all known phe-
notype relationships for the known causative gene, no separa-
tion of gene ontology information before and after the discovery 
of the gene–disease relationship was performed—in contrast 
to our benchmarks, which temporally separate the genetic 
network information used to identify novel gene–disease 
relationships. Although a direct comparison should be done, 
performing a comparison is not possible without assembling 
training and testing data, as we have done herein, where knowl-
edge obtained from the discovery being simulated does not bias 
the training data. Regardless, our simulations indicate superior 
performance over that reported by PHEVOR and highlights the 
fact that absolutely no prior knowledge regarding gene function 
is required to drive PIN-rank, given that genetic networks can 
be inferred simply through unbiased gene-expression data.33,34

Although we have limited the identification of seed genes 
based on matching to known human phenotypes through 
Phenomizer,28 a few opportunities for improvement are appar-
ent. A recently described method, PHIVE,35 uses cross-species 
phenotypic information to prioritize candidate genes in human 
sequencing studies. Essentially, the phenotype of the diseased 
individual under investigation is compared with phenotypes 
in model organisms caused by known gene defects to identify 
candidate genes that may explain their phenotype. This process 
relies on the existence of model organisms with the appropriate 
candidate gene perturbed. Performance of this method is overes-
timated because the majority of these mouse models (69%) were 
generated as models of the disease in question.35 However, our 
network-based approach to this problem could potentially cir-
cumvent this issue by not requiring a gene-specific model of the 
disease in question.

A few limitations exist for our approach. First, the method 
will suffer because of the incompleteness of genetic networks. 
However, the ability to reconstruct genetic networks from unbi-
ased genomic data suggests this is a minor limitation. Second, 
phenotype information for rare Mendelian diseases can be 
limited. A number of initiatives have recently been launched 
to address this limitation. Third, there is a chance that the can-
didate genome sequence data might not contain the disease-
causing variant, due to inaccurate or incomplete variant calling. 
Finally, our method is not capable of identifying gene–disease 
relationships mediated through completely novel biological 
processes or mechanisms of action. In other words, the genetic 
network seeding process biases the identification of novel gene–
disease relationship toward those mediated through biological 
processes already associated with similar diseases. Gene-disease 
relationships mediated through completely novel biological 
processes will be the most difficult molecular diagnoses to 
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make using any analytical model, short of identifying multiple 
individuals affected with the same phenotype through the same 
underlying mechanism. Nevertheless, we have demonstrated 
the power of our approach to identify novel gene–disease rela-
tionships in family-based sequencing studies.9

SUPPLEMENTARY MATERIAL
Supplementary material is linked to the online version of the paper 
at http://www.nature.com/gim
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